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Abstract—We design and experimentally validate quantum
circuits that prepare a quantum resource state which, when
combined with authenticated classical communication, enables
a protocol for detectable Byzantine broadcast and detectable
Byzantine consensus. For the broadcast version of the problem,
we propose an efficient leader—follower quantum circuit that
prepares this resource state with depth O(logn), using O(n)
two-qubit gates and O(n) ancillary qubits. We also develop
a majority-based leader-selection scheme, for the consensus
version of the problem; the scheme is based on the same leader-
follower quantum circuit and on coherent Hamming-weight
computation, which prepares a fictitious leader qubit directly
from any initial network state specified by the participant
parties. The resulting fictitious leader state is then used as
input to the leader—follower circuit to prepare a resource state
consistent with majority voting on a common basis, thereby
enabling detectable Byzantine consensus. In particular, we prove
that, when supplemented with authenticated classical channels
for the communication of quantum measurement outputs, the
resulting protocols achieve detectable Byzantine broadcast and
detectable Byzantine consensus, respectively. Under correct
operation, all correct parties output the same value, namely
the leader’s value or the majority value. In the presence of
Byzantine parties or quantum circuit deviations, all correct
parties detect the inconsistency and abort. Furthermore, we
demonstrate the feasibility of the approach through a proof-
of-principle implementation on an IBM quantum processor.

Index Terms—Quantum communications, Quantum error
correction, Detectable Byzantine broadcast, Detectable Byzan-
tine consensus, Quantum circuit design, Experiments.

I. INTRODUCTION

Reaching agreement despite faulty components is one of
the central challenges in distributed computing [1]-[3]. Clas-
sical formulations require that all correct processes agree on a
common value despite the presence of malicious or Byzantine
participants. These problems are central to the design of
reliable distributed services, including replicated databases,
blockchain systems, and fault-tolerant control infrastructures.

In distributed computing, the Consensus Problem concerns
how multiple processes can decide on a common outcome for
a computational task. It plays a pivotal role in distributed
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systems, ensuring that different components can agree on
critical values even in the presence of noise, crashes, or adver-
sarial (Byzantine) attacks [3]. Closely related to consensus,
the Byzantine Generals Problem [1] captures the setting of
Byzantine-tolerant broadcast, in which a designated leader
sends an initial value; if that leader is correct, every correct
process must decide on the same value.

Cheat-sensitive weaker variants of agreement problems
are the detectable or abortable Byzantine consensus and,
similarly, the detectable Byzantine broadcast has also been
defined and studied as a weaker variant of the Byzantine gen-
erals problem [4]-[6]. For instance, in a detectable Byzantine
broadcast, a designated sender (leader) distributes a value to
all other processes (followers). Upon termination, the correct
processes have only two possible outcomes: they decide the
proposed value of the leader, or they all abort. Similarly,
in detectable consensus either agreement is reached or all
correct processes abort. These relaxations weaken classical
guarantees on broadcast by allowing to abort the process.
However, in return, they enable stronger fault tolerance under
weaker assumptions and improve efficiency. This detectability
of Byzantine broadcast or consensus captures an important
operational requirement in the sense that, when the network
cannot guarantee correct agreement due to adversarial be-
havior, it should fail explicitly rather than silently produce
inconsistent outputs.

Considering the significance of the topic, it is not surprising
that the Byzantine consensus and broadcast problems are
also addressed using quantum genuine resources. Indeed,
quantum information processing offers new tools for ad-
dressing different variants of consensus problems. Pre-shared
entanglement among processes enables detectable Byzantine
consensus through violations of quantum correlations using a
classical channel [7]. It also reduces the number of communi-
cation rounds among processes to detect such inconsistencies,
enabling so-called fast Byzantine agreement [8]. However,
such approaches assume the existence of entanglement [7]—
[12], rather than constructing a quantum state for consensus
from an arbitrary initial quantum state of the network. Our
goal is to design a quantum algorithm that, combined with



authenticated classical communication, realizes detectable
Byzantine broadcast and consensus without requiring a pre-
shared entanglement.

A. Related work

Quantum-enhanced technology offers unprecedented solu-
tions to many problems, including computation, sensing, and
secure communication. Quantum networks are expected to
improve security and enable distributed quantum computing
beyond classical capabilities by leveraging quantum resources
and primitives such as quantum key distribution, entangle-
ment swapping, and quantum repeaters [13]. Given the impor-
tance of consensus in classical networks, it is not surprising
that the concept has been extended to quantum networks,
motivated by the potential for enhanced performance through
quantum computation and communication [14]. Beyond these
primitives, there is a growing need to validate quantum com-
putational tasks performed across the network, particularly
when computation is distributed. Such validation tasks can be
naturally interpreted as instances of consensus or broadcast,
where participants must either agree on a common outcome
or detect inconsistencies.

Quantum consensus can be defined based on several crite-
ria [15]. Among these, entanglement-based approaches have
played a central role in addressing quantum Byzantine agree-
ment problems [7]-[12]. These protocols typically assume
the availability of a pre-shared entangled resource, such as
a Greenberger—Horne—Zeilinger (GHZ) state [16], distributed
among the participants. The shared entanglement acts as a
global correlation primitive, enabling agreement in constant
time, often with a single round of classical communication.
This constitutes a significant improvement over classical
Byzantine protocols, which require multiple communication
rounds to tolerate faults.

Moreover, entanglement-based protocols naturally support
detection of Byzantine behavior. A deviation from the pre-
scribed protocol leads to violations of the expected quantum
correlations, which can be identified by correct parties [7]-
[9], [12]. Experimental demonstrations further confirm the
feasibility and advantages of these approaches [17], [18].
More broadly, quantum consensus techniques have been
applied to distributed quantum computation [19], secure com-
munication [20], and other tasks where quantum correlations
provide computational or security benefits.

However, most existing approaches rely on the assumption
that a suitable entangled resource is already available. Under
this assumption, the protocol effectively reveals agreement
encoded in the shared state, rather than constructing it. As a
result, these approaches do not fully capture the operational
aspect of consensus as a dynamic process, in which partici-
pant parties starting from arbitrary initial states must interact
to reach agreement.

Alternative approaches adopt a more operational viewpoint.
For example, quantum gossip and averaging protocols aim to
drive the network toward consensus through repeated local
interactions [21]-[23]. In these models, consensus is typically
defined in terms of convergence to a statistical average. While
these approaches provide insight into distributed quantum dy-
namics, they generally require asymptotically many iterations
and repeated measurements to verify convergence. Further-
more, they may fail to satisfy classical validity requirements,
in the sense that the final agreed value does not need to

correspond to any of the initial input values, seen as the set
containing the only valid output values [24].

In contrast to the above approaches, we consider an opera-
tional setting in which no pre-shared entanglement is assumed
and the initial network state is arbitrary. We design a quantum
circuit that steers the network toward a resource state enabling
detectable Byzantine broadcast/consensus, ensuring that the
correct processes either decide the same value or all abort.

B. Novel contributions of the paper

We design quantum circuits and experimentally validate
them on an IBM quantum processor to establish a quantum
resource state that, when combined with classical communi-
cation, is sufficient to realize detectable Byzantine broadcast
and consensus. This work makes the following contributions:

o We propose a leader-follower quantum circuit for broad-
cast, in which all qubit states collapse to the same value
upon measurement and follow the leader’s measurement
distribution in a pre-agreed basis. The leader-follower
broadcast circuit is efficient, requiring only O(logn)
circuit depth and a linear number of two-qubit operations
and ancillary qubits, where n is the number of parties
of the system.

o We present a leader selection scheme compatible with
the leader-follower circuit, designed to establish a single-
qubit state based on the majority of the initial state of the
network. This scheme uses a Hamming-weight quantum
circuit to coherently prepare a single-qubit leader that
accurately reflects the majority value in the initial quan-
tum network, after which the leader-follower broadcast
circuit is applied. The quantum circuit combining leader
selection and leader-follower broadcast implements a
consensus circuit in which the majority value is decided.

o We show that combining the leader-follower quantum
circuit with synchronous authenticated secure classi-
cal channels yields protocols for detectable Byzantine
broadcast and consensus for any f < n Byzantine par-
ties. Under correct operation, all correct parties output
the same value. The decided value is the leader’s value
for broadcast and the majority value for consensus. If
corrupted parties are present or the quantum circuit
deviates from the prescribed behavior, then all correct
parties detect the inconsistency and abort.

o We implement detectable broadcast on an IBM quantum
computer as a proof of principle experiment.

II. BACKGROUND AND TECHNICAL PRELIMINARIES

We now briefly revisit some of the classical and quantum
primitives relevant to this work.

A. Detectable Byzantine Broadcast

The Byzantine generals problem [1] is a standard abstrac-
tion for studying agreement under Byzantine faults. It consid-
ers n > 1 generals, each commanding a distinct army division
positioned around an enemy city, where communication is
conducted solely by sending messengers. One distinguished
general, the commanding general (leader), chooses a plan
of action (attack or withdraw) and communicates it to the
other generals. The model allows some generals, possibly
even the commander, to be traitors who try to obstruct
coordination among the loyal generals. The task is to design a
protocol such that, upon termination: (i) every loyal general



reaches agreement on a single shared plan, and (ii) when
the commander is loyal, all loyal generals must adopt the
commander’s proposed plan.

A weaker, yet still practically relevant, variant of this task
is called detectable byzantine agreement [7]. It is defined as
follows.

Definition 1 (Detectable Byzantine Broadcast). Consider a
system of n processes, among which at most f < n may be
Byzantine. A distinguished process S, called the sender, has
an input value xg € D, where D is a finite domain of possible
values. A protocol achieves detectable Byzantine broadcast if
each correct process eventually produces an output in D U
{L}, where the L symbol indicates that the correct process
aborts. Moreover, the following properties are satisfied:

o Agreement: If two correct processes output values from
D, then those values are identical.

o Validity: If all processes are correct, then every process
outputs xg.

o Detectability: If the sender is Byzantine or the execution
does not follow the prescribed protocol, then the correct
processes either all output the same value y € D, or
they all output 1.

o Termination: Every correct process eventually outputs
a value in DU {L}.

It has been shown that detectable Byzantine broadcast is
achievable in three representative scenarios (cf. Theorem 1
in [4]): (1) in an authenticated-channel model with secure
digital signatures and polynomial-time adversaries; (2) in a
secure-channel model where messages are inaccessible to the
adversary, with no computational bound assumed; and (3)
in an authenticated-channel model augmented by possibly
insecure quantum channels, again with computationally un-
bounded adversaries.

In the following, we show that an error-correction quantum
circuit provides a quantum primitive within scenario (3) to
achieve detectable Byzantine broadcast, i.e., it can be used to
generate a quantum channel that is potentially insecure, still
it allows to detect adversary party’s actions in all cases.

B. Detectable Byzantine Consensus

We now consider a different variant of the problem, namely
detectable Byzantine consensus. In contrast to a detectable
Byzantine broadcast, there is no distinguished commanding
general (leader). Instead, each process proposes an input value
from a finite domain. The problem is defined formally as
follows.

Definition 2 (Detectable Byzantine Consensus). Consider a
system of m processes, among which at most f < n may
be Byzantine. Each process i proposes an input x; € D,
where D denotes the domain of possible values. A protocol
achieves detectable Byzantine consensus if every correct
process eventually outputs a value in DU {L}. Accordingly,
the following properties hold:

o Agreement: If any two correct processes output values
in D, then those values are equal.

o Validity: If all processes are correct and start with the
same input value v € D, then every process outputs v.

o Detectability: If the prescribed protocol is not followed,
the correct processes terminate either with a common
value in D or with outputs 1.

o Termination: Every correct process eventually outputs
either a value in D or 1.

C. Classical Operations for Communications

In addition to quantum channels, we also need classical
channels for communication to address the two problems de-
fined earlier. Indeed, classical communication becomes indis-
pensable because it allows correct parties to compare views,
verify the outcome, and either commit to a common output
or abort upon detecting deviations. Accordingly, throughout
the paper, we assume access to synchronous authenticated
secure classical channels between participants (cf. model (2)
of Theorem 1 in [4]). The channel is a secure point-to-point
link that provides message integrity and origin authentication
(e.g., via MAC or authenticated encryption), ensuring that an
adversary cannot impersonate a correct process, cannot read
the messages sent, and cannot tamper with the traffic.

D. Quantum Operations

Qubits, Gates, and Circuits: A qubit is the fundamental
unit of quantum information and is mathematically described
by a unit vector in a two-dimensional complex Hilbert space
Ha =2 C? [25]. In the computational basis {|0), |1)}, an arbi-
trary pure single-qubit state can be written as |p) = g |0) +
a |1), where «g and «; are complex probability amplitudes
satisfying the normalization condition 21‘1:0 |c;|? = 1. The
squared modulus «;c; gives the probability of measuring
the corresponding basis state, where « denotes the complex
conjugate of ;. This superposition property enables non-
classical phenomena such as entanglement and wavefunction
collapse upon measurement. An n-qubit system is described
in the tensor-product, denoted by ®, Hilbert space H(") =
HE™ = C2". For brevity, the tensor-product basis states are
usually written as [j1,j2, ..., jn) = [1) ® [j2) ® - @ [jn).
Qubits are realized through various possible physical systems,
including superconducting circuits, trapped ions, photonic
setups, and spin-based platforms [26].

Quantum gates [25] manipulate quantum states through
unitary operations U, which satisfy UUT = 1, where UT
denotes the conjugate transpose and I is the identity operator.
The action of a gate U on an initial state |tbo) produces a
new state [¢) = U |¢)o). These unitary gates serve as the
fundamental building blocks of quantum computation. Single-
qubit gates such as the Pauli X, Y, and Z gates apply specific
bit- and phase-flip transformations. In the computational basis
{]0),|1)}, these operators are defined as

A 0 1
X:(l 0), (1)
N 0 —2
Y:(i 0), ®)
~ 1 0
Z:(O _1). 3

Two-qubit gates such as the controlled-NOT (CNOT)
enable conditional logic. In the computational basis
{]00),]01),|10),|11)}, the CNOT gate is represented as

0 0

CNOT = , 4

OO O
O = O O

1 0
0 0
0 1



with the first qubit denoting the control and the second the
target.

A quantum circuit is the quantum analogue of a classical
Boolean circuit, consisting of a sequence of quantum gates
applied to qubits over time. In this model, wires represent
individual qubits and boxes denote gate operations. The
circuit formalism captures the evolution of quantum states
and supports complexity analyses in terms of gate count,
circuit depth, and qubit number. Unlike classical circuits,
quantum circuits exploit superposition and entanglement to
perform computations, which may offer significant speedups
for certain tasks, such as integer factorization [27].

Quantum Errors and Error Correction: Quantum sys-
tems are inherently fragile, as interactions with the envi-
ronment introduce decoherence and errors that disrupt the
intended evolution of quantum states [25], [28]. Common
quantum errors include bit-flip and phase-flip operations,
which change the computational state or its relative phase, re-
spectively. Quantum error correction (QEC) provides a frame-
work for protecting quantum information from such errors
without violating the no-cloning theorem or collapsing the
quantum state [25], [29]. This is accomplished by encoding
a logical qubit into multiple physical qubits, enabling error
detection and correction through carefully designed protocols.
Ancillary qubits and unitary gates are used to extract error
syndromes —signatures of specific error patterns— without
measuring the encoded quantum information directly. While
the space of possible errors grows exponentially with the sys-
tem size, structured QEC schemes such as the Shor code [30],
Steane code [31], and surface codes [32] allow correction of
the most relevant single- and multi-qubit errors. These error-
correcting codes are essential for achieving fault-tolerant
quantum computation in large-scale quantum systems.

E. Quantum Network Model

A quantum network is modeled as an n-qubit system, with
each qubit corresponding to a spatially distributed node (i.e.,
a party) that encodes local quantum information, such as
sensed data, results from a distributed quantum computation,
or data received from other sources. For brevity, we use the
term node to refer to both the participant parties and their
associated quantum systems (qubits). Collectively, the n-qubit
state represents the global state of the network and captures its
initial configuration. Nodes interact according to a specified
network topology and may exchange information via classical
communication channels after performing local single-qubit
measurements.

Since nodes are initialized independently, the global net-
work state may be arbitrary and the nodes must inevitably
interact so that the global quantum state of the network
evolves to a final state. However, since the nodes are spatially
distributed, such interaction must be performed non-locally
[33] through mediators, which we refer to as ancillary (auxil-
iary) qubits. In practical quantum network architectures, non-
local operations such as CNOT gates between distant nodes
are typically implemented using a combination of stationary
physical qubits (e.g., trapped ions or superconducting circuits)
and flying qubits—usually photons—that carry quantum in-
formation across spatial separation to mediate entangling
operations. While our focus is algorithmic, similar physical
implementations of non-local gates have been proposed and
demonstrated in experimental settings (see, e.g., [34] for
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Fig. 1: Leader-based quantum network for four nodes.
Each node (the leader and three followers) is equipped with a
single qubit. Interactions between nodes (indicated by double
arrows) are mediated by ancillary qubits.

relevant examples). In our model, we assume that each pair of
nodes shares access to an auxiliary qubit system that mediates
such interaction. In Fig. 1, we illustrate this architecture
between four nodes to reflect the network model and its key
components.

Under this setting, we now formally define the problem.

FE. Problem Formulation

Our objective is to design a protocol that builds, from an
arbitrary n-qubit initial state, a quantum resource for an n-
node quantum network which, together with authenticated
classical channels, enables detectable Byzantine broadcast
and detectable Byzantine consensus, as defined in Definition 1
and Definition 2. We assume that the network starts in an
arbitrary pure state

>

J1,5250+,0n €{0,1}

|wn> = ajl,jg,...,jn |j17j27~~7jn>7 (5)

with 37, . ag, 5.7 = 1. Here, oy, ;, are com-
plex probability amplitudes over the computational-basis
states in {0,1}", satisfying the normalization condition
Y gl P =1

For detectable Byzantine broadcast, a designated qubit
serves as the leader, and a leader-follower quantum circuit
prepares a resource state such that all correct processes
reproduce the leader’s measurement outcome in a pre-agreed
basis. We then prove that, when combined with classical
communication, the protocol achieves detectable Byzantine
broadcast.

In the detectable Byzantine consensus, the leader is not
predetermined or fixed beforehand. Instead, the quantum state
of the leader is a majority rule extracted from the initial net-
work state with a Hamming weight quantum circuit. The same
leader-follower circuit then prepares a resource state such that
all correct processes reproduce the majority outcome upon
measurement. We further prove that, when combined with
classical communication, the protocol achieves detectable
Byzantine consensus.
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Fig. 2: Simple QEC circuit. Each quantum wire represents
a single qubit, with the ancillary qubit labeled as |0),. The
first two CNOT gates perform a parity check between the two
nodes, while the final CNOT enforces agreement by driving
the second qubit (bottom wire, labeled F) to follow the first
qubit (top wire, labeled L), which acts as the leader.
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G. Power of Byzantine Parties

We assume that up to f < n parties of the system
can be Byzantine, and can collude to prevent the detectable
Byzantine broadcast or detectable Byzantine consensus to be
achieved. However, it is important to explicitly describe what
these parties can do.

As described above, we assume that each party has a qubit
in an initial pure state. This is the input to a quantum circuit,
and at the output of the circuit a measurement of the qubit
is performed. Finally, a classical communication protocol is
executed to complete the process. We assume that a Byzantine
party can deviate from this process at any point. L.e, it can
perturb the initial quantum state of its qubit, it can perturb
the quantum computations in which its qubit is involved, and
it can deviate from the final classical protocol arbitrarily.

III. MAIN RESULTS

Before presenting the full quantum-circuit construction, we
first consider the two-qubit case and show how a simple
Quantum Error Correction (QEC) circuit, consisting of a
sequence of three CNOT gates serves as the fundamental
building block. In particular, we rely on bit-flip QEC, as
described in what follows. Let the initial state of the two-
qubit system be an arbitrary pure state in the computational
basis, g0> = Qo |0,0> + ap1 |0, 1> + o190 |17O> + o11 ‘1, 1>
where «;;, with 4,5 € {0,1}, are complex probability
amplitudes satisfying >, ; |ovij|> = 1. In general, the state
|) cannot be written as a product of two single-qubit states,
ie., |¢) # |¢1) ® |p2), and may therefore be entangled.

We introduce an ancillary qubit initialized in the state |0) , .
As illustrated in Fig. 2, the first two CNOT gates are applied
with the leader and follower qubits as control qubits and
the ancillary qubit as the target. This configuration performs
a parity check [25], namely, it determines whether the two
data qubits are in the same computational-basis state, without
collapsing their superposition. More explicitly, the action of
the first two CNOT gates on the computational-basis states is

10,0)10)4 = 10,0)0) 5 ,
[1,00[0)4 = [1,0) [1) 4,

10,1)10) 5 = 10,1) [1) 5,

(6)
L1 [0)4 = [1,1)[0)4 -

By linearity, the initial state |¢) ® |0), is therefore trans-
formed into

Ix) = (@00 |0,0) + @11 [1,1)) ®[0) o

7
+ (01 [0,1) + a0 1,0)) @ [1) 4 - @

Fs : e

10) 4 e
L— 5 =

10) | g 5
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0y — : :o =
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Fig. 3: Leader-follower quantum circuit. The leader qubit
(labeled as the L wire) first drives the initial follower qubit
(labeled as the F; to Fg wire). In the second layer, the leader
and first follower jointly drive two additional nodes toward
agreement.

Eq. (7) shows that whenever the two data qubits agree, the an-
cillary qubit is found in the state |0),, whereas disagreement
is encoded in the state |1) ,. In this sense, the ancillary qubit
stores a syndrome analogous to a bit-flip error syndrome in
quantum error correction [25], identifying whether the two
qubits are consistent or not.

The third CNOT gate, shown in Fig. 2, uses the ancillary
qubit as the control and the follower qubit as the target. Its
action is to flip the follower qubit precisely when the ancillary
qubit indicates disagreement. Applying this gate to Eq. (7)
yields

|C12) =10,0) ® (g0 [0) 4, + o1 1) 4)
+11,1) @ (a110) 4 + @10 (1) 4) -

Hence, the two data qubits are always found either in the
joint state |0, 0) or in the joint state |1, 1). In particular, if the
leader qubit is measured in the computational basis and yields
the outcome |0), then the follower qubit is deterministically
found in the state |0) as well; similarly, if the leader yields
|1), then the follower is also found in |1). Once this condition
is met, the two parties can use classical communication to
verify whether they obtained the same value.

It is also important to note that the probability of obtaining
the outcome [0,0) is P([0);) = >, | 2, which is
exactly the probability that the initial leader qubit is mea-
sured in the state |0). Therefore, the circuit preserves the
leader’s measurement distribution while forcing the follower
to reproduce the leader’s measurement outcome. This two-
qubit construction provides the basic quantum resource used
throughout the rest of the paper.

Below, we extend this building block to design a leader-
follower quantum circuit for an n-qubit system with logarith-
mic depth.

®

A. Leader-follower quantum circuit

At a high level, the leader-follower quantum circuit drives
the entire n-qubit network toward leader-aligned agreement,
under the assumption of a designated leader. The circuit
follows a layered architecture. In the first layer, the leader
qubit interacts with a single follower qubit, establishing
agreement between the two nodes. In the next layer, both



the leader and the first follower interact with two additional
follower qubits, thereby propagating the leader’s measure-
ment outcome further across the network. After two layers,
as illustrated in Fig. 3, four qubits have been aligned, allowing
them to influence four more follower qubits in the next
stage. This high-level mechanism is formally captured in the
following lemma.

Lemma 1. Assume that a leader node has been designated
and, without loss of generality, is associated with the first
qubit. Let the network initially be in the arbitrary pure state
|n) of Eq. (5), and append n—1 ancillary qubits prepared in

the state |O>§(n_1). Then the leader—follower quantum circuit

maps |9n) ©0)5" Y 10

|Cn> = |0?07"'a0>®‘§0>A+|1717"'71>®|§1>Aa (9)

where
1€0) 4 = Z 0.k, ko K25+ Eon)
ka2,...,kn€{0,1} (10)
1€1) 4 = Z O1 kg ko |1 — K2y ooy 1=Ky

koy.ony kn€{0,1}

are unnormalized quantum states defined over the n — 1
ancillary qubits. Consequently, a measurement of the network
qubits in the computational basis yields a common bit value at
all nodes, which means either all nodes obtain 0 or all nodes
obtain 1. The probability of obtaining the all-0 outcome is
exactly the probability that the leader qubit is in O initial
state. Therefore, the circuit prepares the quantum resource
state required for the detectable Byzantine broadcast. More-
over, the circuit has depth O(logn), uses 3(n — 1) CNOT
gates, and requires n — 1 ancillary qubits.

Proof. Since we have already shown how the minimal two-
qubit instance circuit, verifying the correctness of the general
quantum circuit is straightforward. In the leader-based con-
struction, a qubit is designated as the leader, which in the
first layer shares its state with a follower via CNOT gates
that form a basic QEC block. In the second layer, both the
leader and the first follower act as sources and share the state
with two additional qubits. This pattern continues such that
in each layer k, the circuit propagates agreement to up to
2k=1 new qubits.

The action of the first block (the first three CNOT
gates in Fig. 3) evolves the initial state in Eq. (5) to

|‘,P;1> = 10,00 ® 305 ju={01} Q0...n |73 - s Jn) ®
|]27 0,..., 0>A + |17 1> ® ZjQ ..... jn={0,1} A1, jn |J37 s 7]n>
®|1 —j2,0,...,0),. The first layer drives the first

follower qubit into agreement with the leader qubit.
Next, the second block (the following set of CNOT
gates, as shown in Fig. 3), forces two additional follower
qubits (one interacting with the leader and the other

with the previous follower) into agreement, yielding
|90;:> = ‘070707 O> ® ij,...,jn:{o,l} QQ,...,jn J5y .- a]n> ®
|j2a"'7j4a0a-~-a0>A + |17171a1> ®
ij,._..,jn:{o,l} O, j 155+ Jn) ®

|1 —jo,...,1—74,0,...,0) ,. This construction naturally
continues to n nodes, yielding the state expressions given in
Egs. (9) and (10). O

Remark. It is worth mentioning that although the leader-
based circuit can theoretically achieve O(logn) circuit depth,
it remains adaptable to other computer architecture topology,

- &
10) &

Fi— =
+——&
10) @

F, J @

___________

Fig. 4: Leader—follower quantum circuit with linear topol-
ogy. The leader qubit (wire L) first drives the follower qubit
Fy. Then F; becomes the new leader and drives the next
follower. This process continues sequentially along the chain
until the nth follower is reached.

jw) +— — |w)
k—1
10) —— — |p) or [u')
0) Hamming iy
LF QC
&) —+—

Fig. 5: Leader selection via Hamming weight. Bundle wires
denote multi-qubit registers; the label above each bundle
indicates its size. The Hamming circuit acts on the padding
register |w) and a k-qubit Hamming-weight register initialized
to |0>®k. We take the kth weight qubit as the leader qubit,
labeled L. The leader qubit L and the network input state

&) = Zjl,.“,jne{o,l} &y |71, -5 dn) then enter the
leader—follower circuit (LF QC).

achieving at worst O(n) circuit depth complexity in an
alternative linear interaction topology, as illustrated in Fig 4.
The linear construction of Fig 4 results in the same initial
state but agreement is between qubits that are adjacent in
the linear topology, one after the other, hence it takes linear
circuit depth (i.e., no QEC block can be run in parallel with
another). The probability of obtaining the all-zero outcome
|0,...,0) is

2

Py = |0kt |

>

ki,...kn—1€{0,1}

(11)

which equals the probability that the leader qubit is initially
in the state |0). The state in Eq. (9) serves as the quantum
resource that, together with authenticated classical verifica-
tion, enables detectable Byzantine broadcast. We formalize
this high-level mechanism later.

However, let us first discuss the leader-selection procedure
that allows establishing the detectable Byzantine consensus
when no predefined leader is available.

B. Leader selection based on majority

We now describe how, algorithmically, a leader can be
selected based on a majority rule. To prevent ties, we assume



that the number of parties in the network is odd'. This
task involves preparing a single qubit—referred to as the
leader qubit—whose state reflects the majority value (either
[0) or |1)) among the n-qubit initial state of the network.
One possible way to do this is by calculating the Hamming
weight of the input, defined as the number of qubits in the
|1) state. Then, the highest order qubit from the Hamming-
weight register can reflect the majority and serve as a leader,
as formalized in the following lemma.

Lemma 2. Let the initial state of an n-qubit quantum network
be an arbitrary pure state, represented as:

2.

J1s--5dn€{0,1}

. . k
gy |]17-"7]n>®|w>®|0>® ’ (12)

where k = [logy(n + 1)] is the number of ancillary qubits
used to store the binary representation of the Hamming
weight, and |w) = |0)®"/* @ |1)®w/2 is a padding register of
size w = 2F — (n4-1), used to preserve the original majority
distribution during encoding. Then, there exists a quantum
circuit that coherently computes the Hamming weight of the
n-qubit state and encodes it into the ancillary register such
that:
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where |J| denotes the Hamming weight of the n-qubit state
vector |j1, ..., jn), and |p) and |i') are the binary encodings
of the Hamming weights on the first k — 1 ancillary qubits.
The highest-order qubit (i.e., the kth qubit) of the Hamming-
weight register is designated as the leader qubit, as its
probability of being measured in state |0) or |1) corresponds
directly to whether the majority class of the initial quantum
state is composed of |0)s or |1)s, respectively.

Proof. The correctness of Lemma 2 follows from existing
quantum circuit constructions presented in Refs. [35], [36],
which demonstrate how to coherently compute the Hamming
weight of an n-qubit input state using either logarithmic or
linear-depth quantum circuits.

Our contribution extends these constructions by interpret-
ing the k-th qubit of the Hamming-weight register as the
leader qubit, and by introducing a specific padding register
of size w = 2% — (n + 1). This padding ensures that the
Hamming-weight register correctly encodes the majority class
of the input distribution in its k-th qubit. Specifically, the
probability that the leader qubit is in state |0)—indicating
that the majority of the input qubits are in state |0)—is given

y: Z
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[7]<[n/2]

2
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This encoding enables direct use of the leader qubit in the
leader-follower circuit, as described in Lemma 1, to generate
resource state among the n qubits. O

!Generalization to an even number of parties is possible, but requires a
pre-agreed method for tie-breaking. For instance, by adding an extra qubit to
the input in the |+) state, so that ties are resolved by creating a superposition
of the possible states.

Remark. The Hamming-weight circuit encodes basically
counts qubits in state |1) in a binary system, and encodes the
most significant qubit of the count as a qubit that is in state |0)
(resp. |1)) with the same probability that the majority of input
qubits be |0) (resp. |1)). This encoded qubit can be used as
leader in the leader-follower circuit described before for the
detectable Byzantine broadcast problem, where the followers
are all the original qubits used as input of the Hamming-
weight encoder, as shown in Fig. 5.

The state in Eq. (9), prepared either with a fixed leader or
with a majority-based leader selected as in Lemma 2, together
with authenticated classical verification, enables detectable
Byzantine broadcast and detectable Byzantine consensus,
respectively. This high-level concept is formalized in the
following theorem.

Theorem 1. For any pure state on an n-qubit network,
the leader—follower quantum circuit, combined with classical
communication over authenticated classical channels, solves
detectable Byzantine broadcast when the leader is fixed in
advance and solves detectable Byzantine consensus when the
leader is chosen by majority vote.

Proof. For detectable Byzantine broadcast, Lemma 1 shows
that the circuit prepares the resource state in Eq. (9) such that
all correct processes obtain the same bit upon measurement.
To do so, a protocol over the synchronous authenticated
secure classical channels can be used. With this protocol,
parties compare their measurement outcomes, so that any
inconsistency among the authenticated reports triggers the
protocol’s abort rule. Hence, if a Byzantine node sends
inconsistent classical reports, or if a Byzantine deviation from
the prescribed quantum circuit produces outcomes inconsis-
tent with the required resource state Eq. (9), the protocol
aborts. Otherwise, all correct processes accept a value that
was proposed by the leader. Examples of such protocols are
given in [4] that require O(f) rounds and polynomial bits
exchanged. Since the protocol uses a fixed finite number
of quantum gates in Lemma 1 and finite rounds of classical
communications, every correct process terminates. Therefore,
the protocol satisfies agreement, validity, detectability, and
termination for detectable Byzantine broadcast in Defini-
tion 1.

For detectable Byzantine agreement, Lemma 2 shows that
the Hamming-weight circuit prepares the quantum state asso-
ciated with the leader selected by the prescribed majority rule.
The quantum state associated with this majority-prepared
leader is then used as input to the leader—follower circuit to
prepare the resource state in Eq. (9). The parties then compare
their measurement outcomes over synchronous authenticated
secure classical channels as described above. Hence, if a
Byzantine node sends inconsistent classical reports, or if a
Byzantine deviation from the prescribed quantum circuit pro-
duces outcomes inconsistent with the required resource state
Eq. (9), the protocol aborts. Likewise, if a Byzantine node
deviates from the prescribed quantum circuit, the required re-
source state is not established. Consequently, the subsequent
classical verification fails, and all correct processes abort.
Otherwise, all correct processes accept the common value
determined by the majority-selected leader. In particular, for
validity, if all correct processes start with the same input, |0)
or |1), and no abort occurs, then every correct process outputs
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Fig. 6: Fidelity for the 5-qubit leader-follower circuit, tested
with five different initial states, of which the leader is the left-
most qubit. Each state is shown in a different color, where
the sum of the two is the total fidelity.

the corresponding classical bit, O or 1. Since the protocol uses
a fixed finite number of quantum gates in Lemmas 1 and
2 and finite rounds of classical communications, therefore,
the protocol satisfies agreement, validity, detectability, and
termination for detectable Byzantine agreement, as stated in
Definition 2. O

IV. EXPERIMENTAL RESULTS

We present a proof-of-principle experimental demonstra-
tion of both the leader—follower circuits of Fig. 3 (“Log”
depth case) and Fig. 4 (“Linear” depth case) on IBM su-
perconducting quantum hardware. We note that, although the
proposed protocol is formulated for a distributed quantum-
network setting, the experimental validation was carried out
on a single quantum computer rather than on physically sep-
arated network nodes. The experiments should therefore be
interpreted as a proof-of-principle demonstration of the circuit
construction, rather than as a full distributed implementation.
Even so, the logical structure of the circuit remains directly
relevant to a genuine quantum-network setting, in which the
corresponding non-local operations would be implemented
through distributed quantum communication resources. As
a minimal testbed, we evaluate systems with three qubits,
using multiple initial states as shown in Fig. 6. As a figure
of merit, we define the fidelity as the total probability of
measuring either |0)®"™ or |1)®" at the circuit output. Each
circuit instance is executed for 5,000 shots to estimate these
probabilities reliably.

The leader-based circuit was firstly tested for the five-
qubit system, achieving over 79% fidelity across various
initial states, as shown in Fig. 6. Fidelity is below 100%
even at this scale because, in a non-ideal open quantum
system, the realized evolution deviates from the intended
unitary due to hardware noise and imperfections [28]. On
IBM devices, the dominant contributors include imperfect
single- and two-qubit gate implementations, decoherence
during gate execution and idle periods (finite 77 /T5), and
state-preparation-and-measurement (SPAM) errors (imperfect
initialization and readout) [37]. These effects accumulate over
the circuit duration and directly reduce the probability mass
concentrated on the two possible outcomes.

To further investigate the scalability of the leader-based
protocol, we extended our experiments to systems with up to
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Fig. 7: Fidelities for the leader-follower circuits from 3 up to
15 nodes, for both the logarithmic and liner depth’s versions
in quantum circuit 5 and Fig 4.

15 qubits, evaluating both the linear-depth and logarithmic-
depth implementations of the leader-follower circuit. For
consistency, we used a common initial state in which the
leader qubit is initialized to |1) and all follower qubits to
|0). The results, shown in Fig. 7, reveal a general decline in
fidelity as the number of qubits increases. This degradation
is expected on IBM superconducting hardware because non-
idealities accumulate with circuit size. Indeed, additional
qubits increase the number of gate operations (particularly
two-qubit entangling gates, which typically dominate the
error budget), and extend the total circuit duration.

Notably, the logarithmic-depth circuit outperforms the
linear-depth variant at small system sizes because its shorter
depth reduces the time exposed to decoherence and uses
fewer sequential error opportunities. As n grows, however, the
logarithmic-depth construction relies on long-range interac-
tions. On IBM hardware, where two-qubit gates are available
only along edges of a sparse native connectivity graph, these
non-local interactions must be realized via transpiler-inserted
routing (typically swap chains), which increases both the
number of two-qubit gates and the effective depth. Since
two-qubit operations dominate the error budget, this routing
overhead grows quickly with n and can overwhelm the
nominal depth advantage of the logarithmic circuit, leading
to a faster fidelity decline at larger scales. In contrast, the
linear-depth implementation primarily uses nearest-neighbor
interactions and can be mapped more directly onto the native
topology, requiring little routing. Consequently, its gate count
and depth grow more predictably, and its fidelity degrades
more gradually as the number of qubits increases.

Finally, to evaluate the resilience of the protocol under
faults, we conducted additional experiments using the leader-
follower circuit on both three- and five-qubit systems. For
each experiment, a specific initial state was selected, and
following the operation, a single qubit—the second qubit, rep-
resenting the faults node—was artificially flipped (applying
an X gate). The results indicate that, despite this adversarial
intervention, the correct processes maintained a fidelity of
84% in the three-qubit circuit and 74% in the five-qubit
circuit. In contrast, the probability of observing full detectable
Byzantine broadcast across all parties dropped to less than
5% and 2%, respectively. These findings demonstrate that
the effects of a Byzantine node can be distinguished from



the intrinsic noise of the quantum hardware. However, given
the current limitations of quantum technologies—which we
have clearly observed in our experiments—the compound
operation of quantum and classical methods is key. Indeed, as
we shown in this paper, it is not enough to prepare a quantum
state on top of which to run detectable Byzantine broadcast
or consensus, because one needs to be able to detect both
Byzantine adversaries as well as deviations due to quantum
noise.

V. CONCLUSIONS AND PERSPECTIVES

In conclusion, we introduced a quantum-circuit framework
for realizing detectable Byzantine broadcast and detectable
Byzantine consensus from arbitrary initial network states,
using simple bit-flip QEC and Hamming-weight building
blocks in the quantum domain, plus classical authenticated
classical communications. In practice, we demonstrate that
quantum resonance states enable all correct parties to either
accept a common value (proposed by a leader or resulting
from a majority) upon measurement and classical commu-
nication of the measured values, or abort upon detecting
an inconsistency. The proposed QEC-based leader—follower
construction is efficient and versatile, as it requires only
logarithmic depth and linear ancillary and gate resources, and
can be also used as consensus block in combination with a
majority-based leader selection mechanism obtained through
coherent computation of Hamming weights, achieving de-
tectable Byzantine consensus.

We also validated the practicality of the proposed method
through a proof-of-principle implementation on an IBM quan-
tum processor. These results show that quantum circuits can
provide the essential quantum resource for detectable Byzan-
tine broadcast and detectable Byzantine consensus, opening a
concrete path toward broadcast/consensus primitives in future
distributed quantum networks.

As part of future work, it would be important to develop an
explicit error model to assess whether the proposed protocol
preserves its guarantees in the presence of failures, noise,
and imperfect operations. Such an analysis would provide a
clearer understanding of the operating regimes in which the
protocol remains reliable and of the additional fault-tolerant
techniques that may be required for practical deployment.
Another promising direction is to extend the framework
to quantum conference key establishment and the security
analysis under various adversarial models.

Although in this paper we adopted simple bit-flip QEC
primitives, in prospect, one may consider using more so-
phisticated error-correcting techniques, such as surface codes
or other topological quantum codes, to further enhance
the fault tolerance of circuits and enable scalability across
larger quantum networks. Experimental realizations based on
spatially separated quantum systems — particularly hybrid
architectures combining photonic platforms with ion traps
or superconducting qubits — offer promising avenues for
implementing these protocols in practical settings.
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