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Personalized decentralized federated learning (PDFL) seeks to tailor models to heterogeneous clients without
a central coordinator, yet gossip-style mixing on large graphs dilutes minority signals and assumes any-
to-any connectivity. We present SemanticDFL, a fully decentralized, pull-based personalization layer that
organizes peers into a hierarchical semantic overlay network (SON). Each client publishes a compact top-P
model signature; proximity-bounded discovery forms zones that are clustered using affinity propagation and
stewarded by replica-backed super-peers that route bounded-fanout similarity queries. Clients then pull only
the K most similar models for personalized aggregation, concentrating communication and computation
where they matter most. We prove a lower bound that links spectral mixing and data heterogeneity to
an irreducible mis-aggregation penalty for graph-oblivious, push-based overlays, thereby motivating the
proposed similarity-aware pull method. A prototype and large-scale evaluation on FMNIST, Tiny ImageNet,
Google Speech Commands, and 20 Newsgroups under Dirichlet and pathological splits (50-400 peers on
the EU SLICES testbed) show that SemanticDFL improves final accuracy by 3-12% over strong decentralized
personalized baselines, reaches target accuracy with ~2.5X fewer rounds than FedAvg, and requires ~1.3x
fewer rounds than the best DPFL alternative. It adds only ~1.7-12.6% per-round overhead across all settings
while maintaining Recall@K ~ 0.88-1.00, positioning similarity-aware pull over semantic overlays as a
scalable path to high-quality personalization in decentralized FL.
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1 Introduction

Federated Learning (FL) allows multiple clients to train Machine Learning (ML) models collabora-
tively while keeping their data private [5, 20, 28, 38, 51, 70]. Centralized FL (CFL) approaches, exem-
plified by the FedAvg algorithm [51], rely on a central server for model aggregation but introduce
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scalability constraints, a single point of failure, and privacy threats if the centralized server becomes
honest-but-curious [22, 73]. Decentralized FL (DFL) mitigates server bottlenecks via peer-to-peer
(P2P) protocols that predominantly use push-based gossip for model exchange [25, 64]. However,
conventional DFL methods typically produce a single global model, which degrades under non-IID
data distributions [23, 29, 35]. In real-world heterogeneous deployments (e.g., healthcare [47],
recommenders [43]), this biases performance against minority clients [41, 48, 52]. Personalized
Decentralized Federated Learning (PDFL) [32, 46] addresses this by tailoring models to individual
clients or semantically cohesive clusters, thereby reconciling the trade-off between generalization
and specialization [14, 17, 37]. By partitioning clients into latent representation spaces, PDFL
ensures that model updates are aggregated only among statistically aligned participants, enhancing
personalization [19, 69]. This paradigm shift enables fine-grained model specialization, bias mitiga-
tion, and dynamic adaptation to evolving data, critical for applications requiring responsiveness to
user-specific patterns [37].

Challenges. While personalization has been shown to substantially improve FL performance [49,
58], existing PDFL solutions face several fundamental challenges:

e Topology limitations. Current PDFL techniques impose either fixed or dynamic peer graphs, each
with constraints. Fixed methods (e.g., DisPFL [11]) keep a static communication graph with
personalized masks; when neighbors are semantically mismatched, this can lock in bias and
slow mixing, harming convergence under non-IID data [6, 39]. Dynamic methods (e.g., stochastic
neighbor-graph rewiring [72]) maintain low node degrees and periodically drop weak links
but they rely on reachability to discover better peers; at scale, as we will show later, stochastic
discovery remains sample-inefficient.

o Feasibility of all-to-all connectivity. In many deployments, assuming that any client can directly
reach any other client is unrealistic: Carrier-Grade NAT (CGNAT) and enterprise firewalls break
end-to-end P2P [55]; security-driven network segmentation in OT/ICS blocks cross-segment
links [63]; and cross-border data-transfer controls constrain parameter/model exchange [1, 10, 59].
As a result, systems must fall back to overlay/relay mechanisms, which increase bandwidth
consumption and latency because traffic is relayed via a third server [31, 56]. This further strains
budgets—especially in regions with persistent rural bandwidth/connectivity gaps [18].

e Model attenuation under gossip. Push-based DFL studies [12, 64] propagate updates blindly to
neighbors via gossip protocols, where nodes blend updates before rebroadcasting. This induces
mixing-driven attenuation that is tied to the overlay’s spectral gap [3, 30, 54]: on large-scale
non-IID graphs, iterative averaging dilutes information, so the influence of distant yet relevant
peers attenuates with hop distance and becomes asymptotically negligible [3].

e Centralization Risks in Decentralized Systems. Many DFL frameworks rely on semi-centralized
coordinators for topology management [64], peer selection [6], or cluster cardinality specifica-
tion [45], which reintroduce single-point failure, trust bottlenecks, and limit scalability.

o Similarity Overhead. Calculating peer similarity often involves full model comparisons, growing
communication and computation costs rapidly with network size [4, 7].

o Operational stability. Most PDFL works optimize who to aggregate with, but at Internet scale, a re-
liable design must stay stable despite coupled hotspot pressure, peer churn, and lossy/asymmetric
links; without admission control, neighbor sets become stale, and time-to-accuracy expands.

Our Proposal. We draw on the idea of semantic overlay networks (SONs) from early P2P search,
where peers self-organize by content similarity and queries are forwarded along topical links,
rather than via DHT-style exact-key lookups [9]. By design, classical DHTs (e.g., Chord [62],
Kademlia [50]) enforce uniform hashing and discard geometric locality, enabling only exact-key
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retrieval; consequently, they are not designed for searching most similar neighbors over high-
dimensional floating-point representations (e.g., embeddings or million-parameter model states).
We therefore introduce SemanticDFL by tailoring SON ideas to PDFL via a self-organizing SON
built around three components:

i) Compact Model Representation: Each node keeps a sparse semantic signature of top-P critical
parameters ranked by importance score. We find empirically that signature cosine similarity
approximates full-model similarity well while reducing computation and communication costs.
ii) Distributed SON Creation: Initiator nodes first form bounded-size zones via proximity-limited
discovery (e.g., via TTL). Within each zone, signatures drive clustering via Affinity Propagation
(AP) to bridge physical and semantic levels. AP adapts the number of clusters based on pairwise
similarities—avoiding centralized choices of a priori cluster counts [45]. SONs are formed by
electing super-peers for clusters in each zone, which maintain lightweight local metadata (no
global state) and route only similarity queries up/down the hierarchy, preserving decentralization
and avoiding single points of failure. Zone initiators elect rotating super-peers that solely route
similarity metadata; model aggregation remains end-to-end between peers. Iterating zone—cluster
summaries yields an O(log N)-depth overlay for low-latency similarity search.

iii) Similarity-aware pull: For each round, a client issues a similarity query to its zone’s super-
peer; queries traverse only promising branches, and the client pulls parameters from the K most
similar peers. A lightweight control plane exchanges signatures and routes queries, while the
data plane transfers models only for the selected neighbors. Replicated, rotating initiators and
super-peers provide failover and resilience without introducing a central coordinator. This enables
similarity-aware discovery and personalized aggregation with bounded control traffic, without the
infeasibility of DHT-style exact-key routing for drifting high-dimensional model states.

SemanticDFL directly addresses the earlier challenges: proximity-bounded zones and AP-based
clustering align neighbors with data similarity and adapt to drift (resolving topology mismatch); the
SON with hierarchical super-peers removes any-to-any connectivity assumptions and avoids single
points of failure; similarity-aware pull from the top-K peers prevents gossip-induced attenuation;
sparse signatures bound similarity cost; and bounded zones with replica-backed control preserve
stability under churn and lossy/asymmetric links.

Our Contribution. To our knowledge, SemanticDFL is the first fully decentralized, pull-based
overlay network for PDFL. By computing similarity over pruned models, SemanticDFL’s pull-
based mechanism achieves low bandwidth and latency overhead during both SON construction
and K-nearest neighbor searches. Our theoretical analysis (Thm. 2, App. A) shows that, under
clustered non-IID distributions, graph-oblivious mixing/smoothing induces a non-vanishing mis-
aggregation penalty that increases monotonically with the smoothing weight and the graph’s
algebraic connectivity. Thus, overlays with spectral-gap mixing (e.g., expander-like topologies and
Metropolis-weighted graphs) can incur higher bias as data heterogeneity grows. By addressing
this, SemanticDFL shows fast convergence while outperforming existing PDFL studies in terms of
precision, even in the most skewed distributions. We evaluate SemanticDFL in a real-world testbed
using synthetic non-IID FMNIST and Tiny ImageNet, and real Google Speech and 20Newsgroup
datasets across physical servers of the EU SLICES project [61] over the public Internet.

Our Findings. We demonstrate the following performance over a wide range of parameters:

e Accuracy & speed. Across four tasks and non-IID splits (Dir & € {0.3,0.1}, Patho {20%,30%}),
SemanticDFL is best in all settings and reaches target accuracy with ~2.5x fewer rounds than
FedAvg and ~1.3X fewer than the strongest PDFL baselines (pFedGraph/DFedPGP).
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o Efficiency & search fidelity. Our pull-based design is practical at P2P scale: at N=400 on Google
Speech with K=10%-25%, per-node SON search accounts for only ~1.7-12.6% of the round time
across all experiments, while Recall@K=0.88-1.00—supporting real-world deployability.

e Scalability & robustness. On the EU SLICES testbed with up to N=200 for 20Newsgroup,
SON build/search remains sublinear with Recall@K = 0.88-0.99; under 0-40% churn, Seman-
ticDFL accuracy drops by only ~6-7 points, versus ~12-14 for FedAvg/FedProx and ~9-14 for
decentralized graph/gossip baselines—making it practical to deploy at scale for PDFL.

2 Background and Related Work

2.1 Preliminaries

DFL. Let G = (V, E) be the peer graph with |V| = n, and define the neighbor set Ay , {j e V |
(i, j) € E}. Client i holds data Dy and local risk Fy(w) = I_lsl ©~)e 5 {(w;x,y), with sampling

~1 sl
;:1' 9|

weight pg = . DFL solves min(gy)= =1 s F(wg) st wy =wy V(i j) € E, implemented

via local SGD and neighbor mixing. With a row-stochastic A®) respecting G ( As(gC ) =1, Ag(g

if j 8 My U {i}), UB(CH) = W8<C) —nc VK WB(C) , WB(CH) = 9As(g) UQ(CH).

PDFL. PDFL relaxes global consensus so each client learns a personalized wy while coupling
only to similar neighbors [40, 45, 72]. We adopt the standard neighbor-regularized (proximal
/ multi-task-style) PDFL instantiation; other personalization families (e.g., shared/private layer
factorization, meta-learning, mixture models) are complementary and orthogonal to our focus on

scalable decentralized collaborator discovery. At round ¢, define similarities ss(g ) = sim wg(c>, wéc)

):0

(e.g., cosine on parameters/gradients) and let SB(C) = TopK {38<gc ) }oens > be the index set of the
min{K, |MVj|} largest values. If \; = @, then SB(C) = @ and the support defaults to {i}. Set 38(80) =
©) © .-

sim w ’WS(C) (e.g., 1 for cosine) so the self-weight is well defined. Let ¢;* := max, «(©u) 38(;C>'

With temperature k j 0, set row-stochastic weights (restricted to SB(C) U {i}) [26]:
¢ c
é” exp (58(9) - cB( ))/K
©) = C C
‘/\/89 - E ZE(;C>U{8} €xXp (SB(:) - Cg( ))/K
-0, otherwise.

© -
©

, jesPuli,

Define the neighbor anchor m 0 Wg(gc) wg(c). Note that mg(c) is client-specific: it is computed
locally from i’s Top-K set and is not a global model. Let ¢4 > 0 denotes the personalization weight
that trades off local risk and attraction to the anchor. A proximal objective toward méc) is

) U ¢
min pyFi(wh) + <[l m 1%,

whose one-step proximal gradient (step size 1) yields WB(CH) =(1-o) ®8<C+1) + o mg(c), = 1968(8 €

[0, 1], with QB(CH) produced by local SGD steps [13, 14]. Here, 1 is the proximal step size. Larger 3

(equivalently larger ag) increases the influence of similar neighbors via ngc).

2.2 Related Work

Serverless DFL with a single global model. Early decentralized FL (no server) replaces server ag-
gregation with peer mixing. D-PSGD/DFedAvg [44] and expander/ring constructions [25] preserve
CFL-level accuracy under IID but degrade on non-IID. Communication-oriented variants improve
bandwidth use (e.g., segmented gossip) [24] or reduce inconsistency via sharper local minima and
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multi-gossip stepsZ1, 60, yet target a single consensus model. Gossip-style mixing su ers from
signal attenuation; rare but informative signals fade over hops in large, non-1ID gragh3( 54.

Fully decentralized PFL via sparse/partial sharing. To personalize without a server, DisPFL]]

learns sparse masks and keeps sparse-to-sparse training across P2P exchange, cutting similarity
and communication cost. DFedPGF personalizes only a partial model while pushing directed
gradients over asymmetric topologies, improving convergence and robustness under heterogeneity.
Fully decentralized PFL via learned collaboration graphs/neighbor selection.  Vanhaese-
brouck et al. 5 and FDJL 77 jointly learn personalized models and collaboration graphs in a
P2P network. PENSJ discovers semantically similar peers by probing neighbor loss and latching
onto high-performers. Recent PDFL frameworks build an explicit budgeted collaboration graph:
Kharrat et al. B optimize a bi-level objective with a constrained greedy selector, while PFed-
DST [19 performs decentralized peer selection under resource constraints. P2P clustered FL with
adaptive neighbor matching further re nes local topologies without a servép[43. For reference,
server-based PFL baselines such as Bitid’er-FedAvgly], and pFedGraplv[] achieve strong
personalization under a central coordinator but do not address fully decentralized operation.

Shared/private split personalizatidicomplementary PFL line personalizes axchitecturally
partitioning parameters into a shared component trained collaboratively and a private component
trained locally, mitigating negative transfer under heterogeneity without explicit neighbor discovery
(e.g., FedPer], FedRep §]). Factorized-FLZ7] factorizes parameters and performs similarity
matching, but its objective isvhat-to-sharevia parameter decomposition (typically assumes a
coordinator), not scalableho-to-collaborate-witretrieval in large serverless P2P networks.

Beyond state-of-the-art. SemanticDFteparts from prior serverless DFL that pushes all clients
toward one consensus model (e.g., D-PSGD, expander/ring overlays, segmented/multi-gossip vari-
ants) by learning who should collaborate with whom based on lightweight, similarity-preserving
semantic signatures extracted from models, then wiring those peers into a hierarchical seman-
tic overlay (SON) that is resilient to NATs and churn. Unlike sparse/partial-sharing PFL (DisPFL,
DFedPGP), Shared/private split personalization (FedRep, Factorized-FL), and budgeted collaboration
graphs (DPFL, PFedDST, PANEEmanticDFtargets scalable top- collaborator discovery in

large settings. It discovers high-recall neighbors using compressed/signatures avoiding

probes on raw data or full models while super-peer clustering amortizes overhead and stabilizes
routing under drift. Shared/private split methods are orthogonal to the similarity-aware pull of
SemanticDFhy applying neighbor pull on the shared subspace while keeping private parts local.

2.3 Motivation & Open Challenges

Consensus-style mixing biases minority clients under clustered non-1ID.  Assume clients
form C latent clusterd 12 %" " cg. After Bmixing fsteps with a xed row-stochastic , thee ective
gradientatnod@ises" =" o, Pgor otF o 0= £, g5 65 ,wheres,” = ﬁ @, oFg 0

and g = @,h Bogg Let21® 2 f1e”””€gdenote the index oBs cluster. De ne the! |

. . 1 1 1 1 . . . .
mis-aggregation score‘sBo, 2<o1 820 ¢ 62?;,k2"W|th inter-cluster gradient separation

= MiNg<0 keéc) 6;0@ ko, ~;B° 1 ;_52080 .If, is primitive,, B! 1c”, so g! cl Lo if
, Is also doubly-stochastic (e.g., Metropolis on an undirected grapgﬁn,!j 2j*=, making *;10
largest for minority clusters. Moreover, standard mixing bounds yijal@go cl 0 f 1 ©B
for some constant j 0, tying the approach to the spectral gap. These dynamics moti&dean-
ticDFL which replaces oblivious consensus with similarity-awgrell over SON, concentrating
aggregation on top- in-cluster peers and thereby suppressing cross-cluster blending.
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Table 1. alitative comparison of decentralized (P)FL method& = present, X = absent, = not applicable.

Personal- Non-1ID Fully Attenuation No pre-de ned Similarity-cost

Method ization robust decentralized mitigation knowledge e cient

DFedAvg [44]

Expander / Ring DFL [25]
Segmented Gossip [24]
DFedSAM / MGS [21, 60]
DisPFL [11]
Vanhaesebrouck et al. [65]
FDJL [72]

PENS [53]

DFedPGP [46]

DPFL [32]

Ditto [37]

Per-FedAvg [14]
pFedGraph [71]

PFedDST [15]

P2P Clustered FL [43]
Adaptive P2P Matching [42]
FedRep [8]

Factorized-FL [27]
SemanticDFL (ours)

QA0 RAN X X X X

QAW VARV RAN x X X

QX XAV XXX QQoaaoaoan

AX XXXXXXXXEBXXXXQ8 XXX

[SESEOENRNENESENRNENRNRSENROENRNRN RS RN
Q

QX Q8 X8 X

Control/data-plane budgets bite. With model dimension' and neighborhood sizfNgj, com-
puting Bg(g = simFslc’- F;C) over candidates costs!" jNg°time and 1" °© bytes per comparison
when parameters/gradients must be exchanged; tighter evaluation cadence to track drift multiplies
both compute and tra ¢, and device heterogeneity turns similarity maintenance into a straggler
bottleneck. On the wire, gossip-style DFL keeps control negligible but pay's j j° bytes/round
via pushes; naive similarity-pull trims data to®:" ° perround yetin ates controlto 1= " °
for global search. This is prohibitive and does not scale withWithout strict time/space scoping
(cadence, candidate sets, fanout), either the control plane dominates (gla¥i) or the data plane
does (broad ooding), squeezing the budget for latency- and bandwidth-constrained deployments.

Generic overlays are ill-suited for metric  : -NN on drifting models. DHTs and exact-key
overlays support equality lookups, hot metric proximity over high-dimensional, fast-driftmigcj.
Order-preserving embeddings need frequent re-placement, and privacy limits exporting raw states
for index upkeep. So, proximity search is either stale (hurt(@g) or costly (continuous reindexing).

2.4  Assumptions

SemanticDFbperates under the following assumptiorsetwork modelM/e assume a connected,
partially synchronous overlay: messages may be delayed, reordered, or dropped, but are eventually
delivered with bounded delay w.h.p.; links can be asymmetric, and nodes may join/leave with
per-round churn rate ¢,. Overlay bounds. Model compatibiliBlients share a common model family
with layer shapes su cient to compute a sparse signatdiécj = sig'F ;CDC’ 2R with kD;@ko =%
(from top-Yparameter indices). They pull/aggregate all layers and use cosine simileo#Dy D°
for SON searchData modelClient distributions form latent clusters with inter-cluster separation

i 0ingradient space (Sec. 2.3); in App. A we éxe f for parameter-space separation/dispersion.
Trust modelHonest clients: no Byzantine or Sybil behavior; participants follow the protocol.
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Fig. 1. Workflow ofSemanticDFlia a Semantic Overlay Network (SON)

2.5 Scope and Limitations

SemanticDFtargetstopology optimizatiomnde cient similarity-aware model disseminatidar

PDFL under churn and bandwidth constraints. Out of scope are adversarial robustness (e.g., poison-
ing, Byzantine) and formal privacy guarantees (e.g., DP, HE, MPC). Our signatures expose only
sparse magnitude information and are sent over authenticated, encrypted channels. Integrating DP
noise and Byzantine-resilient mechanisms is orthogonal future work.

3 SemanticDFL

We presentSemanticDFla fully decentralized, pull-based semantic overlay for PDFL. It speci es:
(i) compact model signatures, (ii) fully P2P SON construction, (iii) bounded-fanout similarity
search, and (iv) lightweight synchronization, maintenance under churn. These components enable
a scalable, robust PDFL system that adapts to data heterogeneity in a fully P2P setting.

3.1 Design Overview

SemanticDFtransforms a at P2P network into a shallow semantic overlay network (SON). Figure
1 illustrates the end-to-end work ow ofSemanticDELEach client trains the model on its local data
and then exports a xed-cardinality sparse signature of its model. SON creation scales per zone,
per-query control tra c is limited, and the full model is transferred only for the nal neighbors.
At bootstrap, clients elect zone initiators within TTL that build proximity-bounded zones (size

(). Within each zone, the initiator clusters peers by signature similarity and elects a replica
set of super-peers per cluster. Super-peers store lightweight prototypes and member pointers and
participate in the next level; no node keeps global state. Recursively clustering super-peers builds a
global SON of dept$ tlog# ). Training is pull-then-aggregate. A client refreshes its signature and
issues a bounded-fanout similarity query to its top-level (levél super-peer. The query descends
iteratively to the smallest level that passes a similarity threshold, then ascends along the top
branches; only signatures are routed. The client pulls full models from the nal topaatches
for personalized aggregation. Robustness comes from replica sets with local repairs. The design
remains fully decentralized and operates under partial synchrony, churn, and relayed paths.

3.2 Compact Model Signatures

We represent each model by xed-cardinality sparse signature of siZ " (with" parameters).
For client8and coordinated we maintain a magnitude-based importance sc@fé =V %,CAP ,

11w F;i, with V 2 »0»1° providing temporal smoothing\{ = 0 uses raw magnitudes). Let
TopPR,! ° return the indices of thétlargest entries (ties broken by index), and sécta = TopPR, ng‘z .
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We de ne the signatureas the raw masked vecthgcj , FE;%&C‘? = maskF;@- ;O , e,

non-selected coordinates are zeroed with no further normalization. The simlilarity used for routing
A2 éO’\ ;C° Fsi ng

Foe , FP%e )
which we compute irfh 198 time by merging (sorted) index lists. Each signature transmission carries
indices and valug®ptionally quantized), yielding a payload &f %14y, 1,a° bits.
Selecting%Atround G de ne Fg%/ic’ = maskF ;F’-TopPAll%f};\0 :

Since Top¥esupports are nested i¥h cosF ;@- Fép/ e o

is non-decreasing, which enables a binary search over
%2 »l*" Y40 nd the minimal %meeting a target di- *
rectional similaritygmin (Alg. 1, Appendix B). Empiri- 2,,
cally (Fig. 2), pruning34% 93%of parameters retains 5

cos 0%8in the models we evaluate. ™
Global %for all clients. To keep signatures com-
parable during search, we xes a network-wide
% At bootstrap, client8 computes local mini-

o/min 100 )9/§nin1/1

mum %" such that cosFg~ «Fg C Gmin-
Zone super-peers aggre ng and set% :=

] R p P in 99 gagé’/é" g- Fig. 2. Cosine between the full model and its
min -antile G f%""g* %ax , ensuring at least @ TopysSignature; sparsificatiod %" grows.
fraction of clients reach the target while keeping a uni-
form signature length. During training, thealuesin
D;C) always re ect the current~ ;C); theindices 81@ refresh every rounds.

and clustering is the cosine between sparse masked vecﬂ;n'mD;@' D;CD

—0— CNN  —0— ResNet-18 ALBERT-base-v2

Cos

02

0" 06
Sparsi cation Ratio

3.3 SON Creation

SemanticDFtonstructs SON in three stages using the same raw ¥amagnitude-based) signatures
as both the input to clustering and the key for routing. First, clients ruz@ne-locatlection to
selectinitiators that assemble proximity-bounded zones via TTL probes and deterministic splitting
when over capacity. Second, each zone's initiator collects member signatures and peiferms
zone clusteringand elects a smaitéplica sebf super-peerthat maintain lightweight descriptors
and serve as ingress points. Thingcursive clusteringf super-peers' prototypes builds higher
levels with bounded fan-out, yielding a global SON of expected déptlog# °. Nodes keep only
parent/child descriptors no global snapshot so per-zone costs stay minimal, while replica sets and
initiator rotation provide local failover under churn. Figure 3 illustrates this from an overlay-free
state (a), to zone formation (b c), intra-zone clustering and super-peer election (d), higher-level
clustering and query routing (e f). The complete algorithmic design and implementation details of
the SON creation process are provided in Appendix B.

3.3.1 Distributed Zone Formatidile form proximity-boundedzonesonce per overlay epoch

via a zone-local initiator election followed by TTL-bounded discovery. Zones have bounded TTL
radius' and sizej/ j (; ; each node caps its neighbor fanout By« At epoch4, each node

? computes a veri able random scoffe, = VRR1seed4 1°°; within its ' -hop neighborhood,

the node with the minimum?f ,+id,»° becomes the initiator (ties by ID), ensuring a dispersed set
of leaders at granularity . Each initiator oods aPROBEwith TTL="; aNOT_ASSIGNEDeer
adopts therst valid probe it sees ( rst-wins), registers with that initiator, and forwards while
TTL;j 0, yielding disjoint, proximity-aligned membership with per-zone message &gt ° and
latency$ ' © hops. Peers that are alreadySSIGNEemit adjacency noti cations to both initiators

Proc. ACM Meas. Anal. Comput. Syst., Vol. 10, No. 2, Article 51. Publication date: June 2026.



SemanticDFL: Similarity-Aware Pull-based Personalized Decentralized Federated Learning 51:9

(a) Network Topology (b) Zone Initiator Selection (c) Zone Creation

(d) Intra-Zone Clustering (e) Top-Level Zone Creation (f) Global SON Creation

Fig. 3. SON construction process. (a) Initial network topology with non-IID data (b) Zone initiator selection
based on network structure (c) Zone Formation around initiators (d) Intra-zone clustering by signature
similarity (e) high-level zones construction (f) Final global SON enabling scalable P2P learning.

so neighboring zones discover their boundary without extra probing. After a diameter timeout of

' @, each initiator checks its membership capjdf ji (;, it performs a deterministisplit (e.g.,

BFS order): keep the ref; members and hand the remainder to the next-lowest VRF score in-zone,
which re-probes to seed a new zone. This mechanism provides low latency via TTL scoping, load
balancing via the hard cafy , and deterministic splitting, and adaptivity via initiator rotation and
purely local repairs under churn. Figures 3b and c illustrate initiator selection (nodes 2,4,8) and
nal zones (1,2,3, 4,5,6,7, 8,9,10) with geographical shading.

3.3.2 Intra-Zone Clustering/ithin a zone of sizes;  (; , the initiator issues a lightweight
SigProbe to collect the raw signature$Dsg. It then runs A nity Propagation (AP) [14 under
cosine similarity, allowing the number of clustegsto be discovered from the data rather than
xed a priori. The control overhead to gather signatures$is= 98 bytes; constructing thes, =
similarity matrix costs$ 1=?96 operations, which remains tractable under the hard zone cap. AP
returns clustersC = f 1" ”"e,gwith exemplardg?2 g For routing and summary, we maintain a
prototypein the same signature spad® = )>?°/&ﬁ & ,Dp). For each g, the initiator elects a
replicaset g  gof super-peerand publishes a compact descriptor

9= 94Dy '¢j g*zonelD”

Super-peers keep only a lightweight state (the descriptors and member pointers) and serve as
ingress points for updates and search, pruning queries uskgefore forwarding to members.
After  gdissemination td gand member noti cations, the zone is ready for the recursive SON
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construction in the next stage. As illustrated in Fig. 3d, pebs>67g in the green zone form
clustersf4s5gandf 679, with peers 5 and 7 as (sole) super-peers in this toy examplg € 1).

3.3.3 Inter-Zone Recursive ClusterBglding on the intra-zone resultssemanticDFtonstructs

level by recursively clustering the prototype signatures of clusters from ldvelone initiators
elected at level 1act as ordinary participants in level each initiator contributes aetof compact
prototype signature$Dgg, where eachdg represents one lower-level cluster in its level 1 zone.

The only distinction between the rst level( = 1) and higher levels ( j 1) is therefore explicit:

at =1, each initiator contributes the intra-zone cluster prototyp&Sqeg; for j 1, it contributes

the prototypes it owns from level 1. Clustering at level proceeds identically to the in-zone
case A nity Propagation under cosine onfDgg yielding meta-clusters and a new replica set of
level- super-peer&ach node maintains only parent/children descriptors without a global snapshot;
state is con ned to parent/children pointers, reducing failure blast radius. The recursion continues
until the number of level- super-peers falls below a small threshold (we re@sg, producing a
hierarchy whose depth i$ tlog# ° under bounded fanout. Intuitively, each level abstragteups

of groupslevel- | 1initiators summarize their child clusters, allowing the overlay to operate at
coarser granularity while preserving semantic structure for routing. The resulting overlay supports

e cient search: queries ascend to the smallest ancestor whose prototype passes the similarity Iter
and then descend along the selected branches to the most relevant child clusters. Figures 3e f
illustrate the transition beyond the initial zones, where level 1 initiators (nodes 2, 4, 8) become
vertices of a level-2 overlay; node 4 is elected as initiator and reclusters the prototypes advertised
by nodes 2 and 8 together with those of its own child clusters, yielding semantically coherent
meta-clusters.

3.4 SON-Based Similarity Search

PDFL on non-IID data requires ciently nding peers with semantically compatible models.
Push-based unstructured gossip incures prohibitive tra ¢ and unreliable convergence at scale.
SemanticDFperforms a topology-aware similarity search thatarts at the highest level of the
hierarchy descends with bounded fan-out using only xed-cardinality signatures, and aggregates
results bottom-up to the rst layer. Pee8forms a query&sg = FDQG’- e gidi with signature

D;c), target size , and a unique identi ergid . The query is forwarded (via parent pointers) to a
replicatedtop-levelsuper-peer on level , which keeps only children descriptoffs  ggincluding
signature prototypefDog for its domain, not global state. The search process is performed in a
top-down manner: At each visited super-peEpon level (starting from =! downto =1),let
C*P denote its child super-peers at level 1 with prototypesfDypocie. The node computes

. 1 .
scores sim Dgc)-Dz 2o Keeps the top  children whose scores exceed a round-level threshold

gc : Egcg g'C, forwards&g in parallel to those children. The procedure repeats until
either (i) a leaf level is reached, or (ii) no branch passes the lter (thenltlest are kept to
avoid dead-ends). During descent, ordignatures and cluster descriptars transmitted. At a
leaf clusterL , each membeB 2 L computeasinleglc’- fo‘nO and returns a local candidate list

L=ft 9sim;1D;c)- Dfmgto its parent. Each internal super-peer merges the candidate lists
received from children via a size-max-heap keyed by similarity (deduplicating peer-1Ds) to
produce a condensed top-list. These lists propagatepwardto the Top-levekuper-peer(s) (level

), which returns the nal top- peer IDs/addresses8

All routing and pruning stages exchangggnatureonly; full models are transferrednly at the
end; the data-plane cost is thus incurred once and only for the selected neighbors. This design
accepts minor, transient clustering inaccuracies due to churn/model drift to keep maintenance costs
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low; correctness is recovered by the end-to-end ranking at leaves and the toperge. Figure 4(a c)

shows the similarity search process, where a query is initiated by peer 3. In (a), 3 scores the level-1
prototypes and forwards to the single best branch, the super-peer rooted at node 5. In (b), the beam
widens to the top three branches super-peers 3, 5, and 8 and the query is forwarded to each. In

(c), each branch descends to its most relevant leaf cluster: 3 reaches cluster 3, 5 reaches 4,5, and 8
reaches 8; members in these leaves compare their signatures with 5's. In (d), leaves 3, 4,5, and 8 send
their local candidates upstream. In (e), super-peers 3, 5, and 8 deduplicate and retain per-branch
top- lists. In (f), super peer 5 receives the condensed lists from super peers 3, 5, and 8, merges
them into the global top- , and only then pulls full models from the selected peers. Throughout
(af), only signatures ow during routing; full models move at the end.

Cost. At avisited super-peer on level scoring< child prototypes cost$ 1~f 98 and forwarding
expands to at most children, IfE nodes are visited at level (with E A~ 1 A, the total
signature work per query i$ %I 1E< andmessagesae _;E .Underbounded fanout

= max< ,beam = max ,anddepth = $log#?°, this become$1% ©° signature
comparisons an@! ° messages. Bottom-up merging adils log °, and only the nal
pulls move full models, i.e§1 " © once. We quantify the SON control-plane cost by a concrete
example (200 Mbps 25MB/s). Using ResNet-18 {1.7M param3$ 47 MB/model in FP32), a Top-
%signature contain$s" entries; encoding each entry with a 4-byte index and a 2-byte value gives

6'%"° bytes, i.e.(siy 67MB at%-10%and scales linearly witl%9. Using the dataset-speci ¢
operating points from our runs¥=108% for Tiny-ImageNet and&133% for Google Speech)
yields(sig 724MB and891MB, respectively. With depth 3, beam =2, visiting 7 super-
peers and probing 4leaves of size =2, a query fetched7, 4= °=15signatures, i.e., 109MB
( 44s) for Tiny-ImageNet and 133MB ( 573s) for Google Speech. Pulling and uploading
(serving others) =10full models costs 935 MB (385s), so search/control tra ¢ remains smaller
than the mandatory model transfers. When including local training, search accounts for at most

1259%of the full FL round for all models (See Table 6). This overhead lets aggregation from
Top- most similar neighbors rather than arbitrary graph neighbors, yielding higher accuracy in
fewer rounds (Table 3).

3.5 Adaptive Thresholding for Top-

Model representations drift across rounds, making xed similarity thresholds unstable. We therefore
maintain asingle, round-levadimilarity thresholdg'® that is useduniformly at all overlay levelfor
routing and candidate inclusion. In roun@ any comparison (prototype or leaf) witeimt « ©  g'C

is accepted; beam caps gstill bound branching. To keep search e cient while preserving recall,
we adapty'C using the observedlobalacceptance rate. L&(C be the fraction of scored children

(across all visited super-peers in rouiilwhose similarity to the query signatur@éc) meets the

o _
threshold:p’® = % accep;egc‘;‘:gzsegéfg" 9_ . We update the threshold with a small-step controller:

91Q r Clip» J_'ll/ag1CJ 5 [g DlC) q w1 d;@ *
whereq 210-1° is the target global acceptance (roughly controlling the e ective bealy)is the
step size, and,~ = cosD,C+Q° ¥ provides drift-aware slack (larger drift lower g'G 1°).

We initializeg'® to a streaming estimate of th&l  q° similarity quantile from recent probes
(aggregated across levels), then re ne it online via the controller above. After the bottom-up merge,
if the total distinct candidates ' Y , we relax thesameglobal threshold and retry the descent
under the same beam cag€ g’ X le.g.X=002, preferentially re-expanding branches
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(a) Peer Request (b) Inter-Zone Request (c) Intra-Zone Request

(d) Intra-Zone Response (e) Inter-Zone Response (f) Super-peer Response

Fig. 4. Six-step illustration of the search processSamanticDFL

where few comparisons previously passed. The process stops wién  or a small visit budget
is reached. The sangC is then used throughout the hierarchy for the remainder of rou@d

3.6 Synchronization and Freshness

We use a soft barrier with bounded staleness in a near-synchronous setting with roughly equal-
capability peers. In each roun@ a peer issues a similarity query and aggregates when either
(i) replies arrive, or (ii) a timeout ¢ res, whichever occurs rst. Late replies from rounds
®2>C  mae @may be used if their signatures satisfy the freshness gLﬁiMD;@- Ii,éb ) tresh-

This provides consistent round boundaries while preserving the pull-based design.

3.7 Dynamics and Maintenance

Failure Resilience. SemanticDFuses replica sets, lease-based leadership, and local repairs, without
any global coordinator. Each zone elects an initiator that maintains zone descriptors and membership.
The initiator replicates its state to a replica set of sizeA Leadership is governed by short leases;
upon lease expiry or missed renewals, replicas elect a successor deterministically (¢ ¢gRByd°
order) and restore state from their copies. Within each zone, every clustdras a super-peer
replica set gthat stores the cluster descriptor ¢ (exemplar, prototypd®s, member pointers). If

a super-peer fails, a replica Ing takes over immediately, and the zone initiator back lIs to keep

j' oj = A Live replicas also balance query load. Parent/child pointers are kept in replica sets; failures
are healed locally by reassigning a replica and notifying only adjacent nodes (parent and children).
No global state is required, and repairs do not a ect unrelated zones or clusters. With replication
A 2, single-node failures are masked, and the overlay remains operational with minimal disruption.
Join, Leave, and Dropout. A newcomer attaches to a nearby peer, which forwajdm to the
nearest ancestor super-peer via parent pointers. Placement is top-down: at each,leeehpare

Dhew to child prototypesfDog, keep the best branch witeimpDhewsD® g’ (else take the best
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