An analysis of fake social media engagement services

David Nevado-Catalán a, Sergio Pastrana a, Narseo Vallina-Rodriguez b, Juan Tapiador a,∗

a Universidad Carlos III de Madrid, Spain
b IMDEA Networks, Spain

A R T I C L E   I N F O

Article history:
Received 10 February 2022
Revised 20 October 2022
Accepted 13 November 2022
Available online 17 November 2022

Keywords:
Fake engagement services
Social networks
Fraud
Cybercrime
Security economics

A B S T R A C T

Fake engagement services allow users of online social media and other web platforms to illegitimately increase their online reach and boost their perceived popularity. Driven by socio-economic and even political motivations, the demand for fake engagement services has increased in the last years, which has incentivized the rise of a vast underground market and support infrastructure. Prior research in this area has been limited to the study of the infrastructure used to provide these services (e.g., botnets) and to the development of algorithms to detect and remove fake activity in online targeted platforms. Yet, the platforms in which these services are sold (known as panels) and the underground markets offering these services have not received much research attention. To fill this knowledge gap, this paper studies Social Media Management (SMM) panels, i.e., reselling platforms—often found in underground forums—in which a large variety of fake engagement services are offered. By daily crawling 86 representative SMM panels for 4 months, we harvest a dataset with 2.8 M forum entries grouped into 61k different services. This dataset allows us to build a detailed catalog of the services for sale, the platforms they target, and to derive new insights on fake social engagement services and its market. We then perform an economic analysis of fake engagement services and their trading activities by automatically analyzing 7k threads in underground forums. Our analysis reveals a broad range of offered services and levels of customization, where buyers can acquire fake engagement services by selecting features such as the quality of the service, the speed of delivery, the country of origin, and even personal attributes of the fake account (e.g., gender). The price analysis also yields interesting empirical results, showing significant disparities between prices of the same product across different markets. These observations suggest that the market is still undeveloped and sellers do not know the real market value of the services that they offer, leading them to underprice or overprice their services.

© 2022 The Author(s). Published by Elsevier Ltd. This is an open access article under the CC BY-NC-ND license (http://creativecommons.org/licenses/by-nc-nd/4.0/)

1. Introduction

Online Social Networks (OSN) have become an effective marketing tool for businesses of all sizes and kinds as well as a popular platform for sharing information and news, either legitimate or fake. Many businesses, individuals and organizations have realized the potential of using online social media for increasing their online presence, economic benefits or influence. This has fueled the development and consolidation of a vast market that offers social media engagements such as Instagram followers, TikTok likes or Spotify plays. These services, which in many cases are delivered through illicit means (Cascavilla et al., 2021; De Cristofaro et al., 2014; Lieber, 2014; Paquet-Clouston et al., 2016), can be abused to manipulate the platform’s recommendation algorithms or to boost a user’s perceived popularity. They also enable cybercrime activities (Bhalerao et al., 2019).

Previous research on the topic has demonstrated that fake engagement services are a lucrative business involving multiple actors along its supply chain (Bhalerao et al., 2019; Stringhini et al., 2012). As in the case of other cyberthreats (Boshmaf et al., 2013; Farooq and Zhi, 2019; Kambourakis et al., 2017; Paquet-Clouston et al., 2016; Pastrana and Suarez-Tangil, 2019; Salamatian et al., 2019), botnets are leveraged as the main supplier of fake engagement services (Paquet-Clouston et al., 2016). However, before these services reach their final customer, they are often traded and resold in underground online platforms (Paquet-Clouston and Bilodeau, 2018). This phenomenon became evident with the pro-
lification of SMM panels, which are essentially reselling platforms that act as an intermediary between suppliers and intermediate or end users.

Fake engagement and inorganic interactions in OSN have also been studied from the platforms’ perspective in an effort to identify and eliminate fraudulent behavior. Work in this area has focused on the detection of fake activities (e.g., reviews and likes) and accounts (Caruccio et al., 2018; Jiang et al., 2014; Li et al., 2016; Lim et al., 2010; Sen et al., 2018; Wang, 2010), or in the measurement of fake engagement in specific platforms (e.g., Twitter Stringhini et al., 2012 or Facebook De Cristofaro et al., 2014). Other works have shed light on how the cybercrime underground offers the necessary infrastructure (Paquet-Clouston and Bilodeau, 2018), and is fueled by Bhalerao et al. (2019) fake engagement product and services. While the detection and analysis of the supporting infrastructure has been widely studied, the research community has overlooked the economics and operation of the fake engagement ecosystem, and work in this area has been quite limited (see Section 2). This is relevant because cybercrime activities are driven by economic factors, so a better understanding of the economics of the fake engagement ecosystem is of help to assess the maturity of this underground economy and to assist for market intervention (Collier et al., 2021).

To fill this gap, we carry out an extensive empirical analysis of the underground economy of SMM trading. Our key research goals are studying (i) the catalog of fake engagement services that are offered, (ii) their main features and prices; and (iii) the platforms that they target. To do so, we first identify a representative set of SMM panels collected both from general-purpose search engines and from two specialized online communities: Hackforums and BlackhatWorld—two popular underground forums focused on the trading and discussion of illicit activities (Pastrana et al., 2018a; Portnoff et al., 2017). We then crawl and analyze data from the resulting set panels daily for 4 months. Using this methodology, we collect and compile a dataset formed by 2.8 M listings from 58 SMM panels. We augment this dataset with 7063 discussion threads obtained from the forums, about the trading activities and the conversations related to fake engagement. Our analysis combines automated and manual techniques, including text analysis (e.g., use of regular expressions to mine prices from the data), Machine Learning (e.g., to extract relevant threads from forums) and Social Network Analysis (e.g., to analyze the interactions of key actors).

The main findings and contributions of our analysis are:

• We conduct a quantitative study of the market providing fake engagement services for social media. To do so, we compile and share with the research community a new dataset of offered services by crawling daily 58 SMM panels where they are advertised during a period of 4 months. This dataset consists of 2.8 M entries grouped in 61k different service variations. This dataset allows us to identify and further analyze 294 different services targeting 59 platforms, including the major Internet OSN, review services, video and music platforms. We describe the dataset compilation in Section 3.

• Using a combination of manual and automated text analysis techniques, we break down the catalog of available engagement services and observe that most of them are offered with an impressive variety of customizations, including the quality of the service, the speed of delivery, the country of origin, as well as personal attributes of the fake account such as the gender (see Section 4). Such a rich catalog indicates that the market counts on a substantial underlying infrastructure to deliver the services.

• We perform an economic analysis of the ecosystem in Section 5. Specifically, we analyze their prices and their variations across markets, and how different types of customization affect the market. Our results indicate lower prices than those reported in previous research (Paquet-Clouston and Bilodeau, 2018), and also large disparities between the price for the same service across markets. We observe that prices fluctuate across sites, which suggests that this market is still in an early maturity stage, possibly because the underlying supply chain supporting it is unstable.

• We complement our analysis with a study of the presence of these services in two relevant underground forums (Section 6). Our results confirm that they align with those being sold in dedicated panels. Also, we observe that actors reselling SMM services tend to start providing some free products to gain reputation, and that they complement their focus on SMM with other illicit activities.

Overall, our research sheds light on the vast underground ecosystem and marketplace of fake SMM. We show that dedicated panels services are prevalent, though often volatile, and reachable through forum advertisements. We also observe how customized services (e.g., followers from specific gender or location) increase prices and provides specialization to re-sellers. We believe our work will help future researchers and assist content providers to better understand the nature of fake engagement in the underground economy.

Dataset To foster reproducibility and independent verification of our results, we open source our dataset at: https://github.com/0xjet/smmpanels.

2. Related work

Fake engagement services gained research attention in the last decade. Most studies in this area can be grouped into two main categories that we describe next.

Detection and usage of fake engagement services Fake engagement has been widely used for market fraud, mostly by means of fake product reviews in popular online marketplaces such as Amazon (Lim et al., 2010; Mukherjee et al., 2012) or user-generated content sites such as TripAdvisor (Ott et al., 2011) or Yelp (Yao et al., 2017). Several works have analyzed the use and detection of fake engagement in OSN. One line of study mainly focuses on the detection of the presence of fraudulent entities (Boshmaf et al., 2016) or behavior (e.g., fake reviews (Ruan et al., 2020) or spamming (Fu et al., 2018)) in OSN. In particular, fake engagement detection studies have been carried out for the most prominent platforms such as Facebook (De Cristofaro et al., 2014; Gao et al., 2010), Twitter (Stringhini et al., 2012; Wang, 2010), YouTube (Li et al., 2016) and Instagram (Sen et al., 2018; Zarei et al., 2020). Lim et al. (2010) studied the detection of fake reviews as observed directly in the targeted platform by analyzing anomalous deviations from other reviews. Mukherjee et al. (2012) focus on groups of fake reviewers working in a collaborative setting. Gao et al. showed that fake engagement services for OSN might be also used in spamming campaigns, e.g., to advertise Phishing sites in Facebook (Gao et al., 2010). Bessi et al. describe how social bots were used in political manipulation during the 2016 US elections (Bessi and Ferrara, 2016). Indeed, these services, together with other various forms of misinformation (Sharevski et al., 2022), are used as a means to boost influence and increase reach. These studies present a wide variety of methods leveraging ML techniques, specially behavioral clustering, to study community structures and identify groups exhibiting common patterns of behavior (Beutel et al., 2013; Jiang et al., 2014; Wang et al., 2013), or the use of DeepLearning, relying on anomalies and deviations from regular ratings (Aghakhani et al., 2018; Lim et al., 2010). Most of these works rely on data collected directly from the targeted OSN, e.g.,
reviews or wall messages, to detect and describe its purpose. Few works, however, have studied where these services come from, how they are operated, and the economic factors of the trading ecosystem.

Operation and infrastructure of fake engagement systems Another line of study focuses on how these services are delivered, which actors are involved, and how they fit into the broader cybercriminal ecosystem. A 2016 work by Paquet-Clouston et al. studies the Linux/Moose botnet and how it is used for Social Media Fraud (SMF) (Paquet-Clouston et al., 2016). This work not only explores the technical aspects and operation of the botnets but also with the platforms that it targets, its clients, and potential motivations and an estimation of the revenue generated by its operators. This research was extended in 2018 with a heavier focus on the market aspects of the SMF supply chain (Paquet-Clouston and Bilodeau, 2018). In particular, it delves on the relationship between the botnet and the reseller panels and how the revenue is distributed among these actors. Bhalerao et al. presented a method to detect supply chains in underground forums (Bhalerao et al., 2019). They detected fake engagement services in at least 3% of the supply chains in Hackforums, and showed that they were fueling other cyber-criminal activities such as SIM swapping or romance scams. Our work extends the research carried out in these studies by making an in-depth analysis of the reselling panels, gathering an exhaustive catalog of the offered services, and estimating their prices attending their different variations.

Table 1 provides a summary and comparison of key previous research work with our study.

### Table 1

<table>
<thead>
<tr>
<th>Work (year)</th>
<th>Research focus</th>
</tr>
</thead>
<tbody>
<tr>
<td>Beutel et al. (2013); Fu et al. (2018); Gao et al. (2010); Lim et al. (2010); Mukherjee et al. (2012); Ott et al. (2011); Ruan et al. (2020); Yao et al. (2017)</td>
<td>Characterization and detection of fake reviews on different platforms.</td>
</tr>
<tr>
<td>Aghakhani et al. (2018); Bosshart et al. (2016); Jiang et al. (2014); Lim et al. (2010); Wang et al. (2013) De Cristofaro et al. (2014)</td>
<td>Anomaly-based detection of fake accounts and automated bots on different platforms.</td>
</tr>
<tr>
<td>Stringhini et al. (2012); Paquet-Clouston and Bilodeau (2018); Paquet-Clouston et al. (2016) Bhalerao et al. (2019)</td>
<td>Measurement of fake likes promotion using honeypot accounts in Facebook.</td>
</tr>
</tbody>
</table>

**Our work**

Crawling and measurement of Twitter account markets. Analysis of the infrastructure supporting SMF by means of botnets. Study on how SMF (mostly fake accounts) fuels other cybercrime activities in underground forums, such as romance scams and SIM swapping. Characterization and economic analysis of products and services offered in SMM panels and underground forums.

3. Datasets and methodology

We gathered and studied two main datasets in this paper: (1) data crawled from online SMM panels; and (2) the CrimeBB dataset of underground forums.

3.1. SMM panels dataset

In order to gather a representative dataset for our study, we first searched for popular sites trading fake engagement services, which are commonly referred to as Social Media (Marketing / Management) panels or SMM panels. To do so, we followed two complementary methods: (i) manually running Google searches using terms such as “buy Instagram likes”, “buy Facebook likes”, “buy followers”, etc.; and (ii) querying and manually browsing 2 underground forums – Hackforums and BlackHatWorld – where these services are commonly advertised. In addition, we leverage a list of 343 such panels compiled by a previous study conducted in 2018 (Paquet-Clouston and Bilodeau, 2018). Unfortunately, most of the panels indexed in this list either were not already active when we started our analysis or went down during the first few weeks of our crawling efforts. Our final list is composed by 58 panels, from which we build our dataset. The size of these panels in terms of offered services is quite diverse. However, most of them (75%) did not exceed 1000 services offered simultaneously. The full distribution of panel sizes is shown in Table 2.

Crawling strategy We implement a custom web crawler to gather the services offered in the selected 58 panels. The crawler visits each panel daily from March 20th to August 17th 2020, recovering from each page the tables where the services are advertised. Then, we parse the tables to obtain structured data (i.e., product or service entries) that will be subsequently analyzed. This step involves some manual analysis to iteratively customize the parser so that we can successfully extract information regardless of the particularities implemented by each panel. First, we classify each entry according to the target platform (e.g., Instagram, YouTube, Facebook, etc.) and the provided service (e.g., likes, followers, comments, etc.). Then, we check each service name and description for the presence of a set of keywords that indicate different variations of its provision, such as geographical or quality modifiers (see Section 4.3).

Price normalization Service prices are shown using different currencies or unitary costs. Therefore, we convert them to USD1 and normalize them to the format $ per 1000", which is the most common format in the forums. Manual review is still necessary due to inconsistencies introduced by the service provider, including contradictions, typos, and other errors in the fields. For example, in the case of expensive services like Amazon or Google Business reviews, the price is often per unit despite the name of the column suggests per 1000s. In other cases, the service’s Name field specifies a maximum amount available to order (e.g., “Instagram likes

---

1 Exchange rate on 16/10/2020: EUR 0.84, IDR 14.7k, IR 71.43.
that does not correspond with the amount under the Max. order field. This issue is specially concerning when two different prices are given in the Price and Description fields. Further analysis revealed that these inconsistencies are a consequence of reselling: Some panels resell a service copying the name and description of the original provider, but changing the price. In these cases we choose the value specified in the Price field. After applying this process, we obtain a curated dataset of 2.8 M records.

Service discovery and indexation We process the original dataset to generate a second sanitized dataset with aggregated service data and without duplicates. It is common to find the exact same service name and description in several panels, sometimes even propagating spelling and grammar mistakes. In the same way, we cannot assume that services that use different wording in their names or description are different ones; one may be a resell of the other, or both of them may be resells of an underlying common service. However, despite all the signals suggesting a common service provider, we have no ground truth to draw any solid conclusion about their uniqueness so we establish the following heuristics for differentiating services in our analysis: Two services are considered different if: (i) they come from different panels; or (ii) they have a different ID within the panel; or (iii) according to the preprocessing, the service has undergone a significant modification (typically due to new features being removed or added). The result of this process is a dataset with 61k different services. Then, for each unique entry, we extract information about the services such as the number of days that this service is advertised, the number of observed price changes, and basic price statistics (i.e., mean, standard deviation, maximum and minimum values, and quartiles).

The fake engagement ecosystem This section studies the market ecosystem of SMM panels. First, we create a catalog of all the services found in our dataset in order to analyze the variety and scale of this market. Then, we classify the services being offered and identify the associated social media platforms. Finally, we analyze service customization, i.e., different types and qualities for the same service.

4.1. Service catalog

Using the methodology described in Section 3.1, we identify a total of 294 different services (excluding variations or customization) across 59 different platforms. Fig. 1 shows the most common services that are offered for each platform. We can observe a great disparity in service popularity. On the one hand, a couple of dozens of services are present in nearly all the panels. Moreover, each panel contains a substantial amount of entries for each service, also offering variations of the services. On the other hand, we find many small services indexed at the bottom of a few panels.

Among the most prominent services, we find fake engagement services for popular OSNs like Instagram and Facebook, and website traffic (visits). We also observe services directed to generate fake activity in music platforms, mostly fake plays. We speculate that their popularity may be partially caused by the simplicity in which the service are provided, as just one account can be used to generate many plays for the same track, playlist or album. In fact, in some of these streaming platforms, no account is even required and there is no need for user interaction at all to simulate organic behavior. In general, the offer for SMM services in platforms for independent music artists reflects the demand of cheap marketing strategies in a very crowded and competitive environment.

We also find marginal services that present interesting characteristics. Manual classification allows us to categorize them as: (i) Premium accounts for video streaming platforms (e.g., Netflix, Disney+, HBO), music platforms (e.g., Spotify, Amazon Prime Music) and adult platforms (e.g., Brazzers); (ii) real-looking accounts (with profile picture, followers, posts, etc.) for Instagram, Twitter and other OSN; (iii) organic mobile applications installs for the Apple Store and Google Play (Farooqi et al., 2020); and (iv) reviews and ratings for sites (e.g., Amazon, Google Business, LinkedIn, IMDb and Tripadvisor). We take a closer look at SMMs offering more expensive services such as review and rating services, and access to premium accounts in Section 5.3. Lastly, it is worth mentioning that the SMM panels themselves may also be indexed among the offered services as packages that include hosting, a front-end website, and an API for the easy deployment of a reselling panel. The presence of these listings illustrate the common practice of reselling in this market (Paquet-Clouston and Bilodeau, 2018), which we confirm during our analysis of underground forum data in Section 6.

4.2. Service popularity

We use the following 3 metrics to measure service popularity: (i) The mean number of daily entries of each service across all panels; (ii) the number of different variations for each service identified during the study duration; and (iii) the percentage of panels where the service was present. The top 20 services according to these metrics are shown in Table 3. It is important to note that these metrics give an idea of the service popularity but they may

2 www.cambridgecybercrime.uk.
Fig. 1. Catalog of the most popular services found in SMM panels. Due to the scale of the catalog, and to ease visualization, less popular services and platforms are grouped together. Small music/audio and video platforms have been grouped under the labels Other MP and Other VP.

not reflect their actual demand nor their impact as fake engagement traffic in the target platforms. Another relevant observation is that each metric is biased towards different kinds of services. For example, web traffic is offered in many panels from different locations and with different referrers. As a consequence, it is over-represented in terms of entries/day. Similarly, platforms that offer many different forms of interactions such as Instagram (that has likes, followers, impressions, views, story views, IGTV views, saves, reactions, etc.) are over-represented compared to simpler ones in the different variations metric.

The ranking of top services shows that likes and its variations are the most popular services for OSN (e.g., Instagram, Facebook). For video platforms (e.g., YouTube, Twitch) and music platforms (e.g., Spotify) the most popular services are, unsurprisingly, views and plays. However, YouTube’s second most popular service is again likes, possibly because of two factors: (i) likes are platform-defined indicators of content quality and popularity (e.g., posts, videos, songs, etc.), so their manipulation can impact the recommendations algorithms to attract organic users; and (ii) likes are easier to manipulate automatically (e.g., via botnets) as opposed to other features like comments. These properties, as we will see in Section 5, makes them an effective and cheap mechanism to boost content popularity.

We used the aforementioned popularity metrics to rank the targeted platforms. The top 8 platforms are shown in Fig. 2, indicating both their daily entries and number of service variations. We ob-
serve that Instagram and YouTube accumulate most of the offered services by a substantial margin, followed by Facebook, Spotify and Twitter. When we consider these results in relation to the number of active users of each platform (at the time the dataset was collected), we observe that Instagram (1082 M) is by far the most targeted for its size compared to Facebook (2,603 M), YouTube (2,000 M) and Twitter (326 M).\footnote{Source: Most popular social networks worldwide as of July 2020 (Statista.com).} Fig. 2 also reveals the bias of the used metrics that we previously mentioned, which is particularly clear for the Website category.

4.3. Service customization

One interesting feature of SMM panels is the multiple customizations offered for each available service. The listings advertised in the SMM panels typically provide a description of the offered service such as its quality, the form and speed of delivery, or the refund policy. For many services, we can also find low quality (or standard versions) and more expensive, reliable and improved (or premium) offerings. An example of this are the comments offered for multiple platforms. While it is common to find very cheap services that provide random comments, other premium services offer customized and real-looking ones for the same platform at a higher prize. We note the same phenomenon for followers in various social networks. In this case, the cheapest services provide follows through bot-controlled low-quality accounts (i.e., accounts with no publications and no followers) whereas premium services offer customized and more real-looking accounts, or even the possibility of choosing the features such as the country or the gender of the account.

In order to further analyze customization, we first extract and analyze recurring keywords and tags that may characterize them. Then, we classify the services by the presence of these keywords in their names and descriptions, which we list below.\footnote{We note that as we do not actually buy the service, we are not able to determine up to which point these keywords reflect a real difference in the service provision or are just a means to make it look more appealing.} Afterwards, in Section 5, we will discuss their impact on the services’ prices.

- **Bot / Real / Active.** These keywords are common across all services, especially Real1. The use of these keywords indicates characteristics regarding the accounts used to provide services such as likes or followers. However, the concept of Real1 actions is quite broad and is mostly used in other services like

---

**Table 3**

<table>
<thead>
<tr>
<th>Site</th>
<th>Product</th>
<th>Entries/day</th>
<th>Different variations</th>
<th>% panels</th>
</tr>
</thead>
<tbody>
<tr>
<td>Website</td>
<td>traffic</td>
<td>4695</td>
<td>9066</td>
<td>72.4</td>
</tr>
<tr>
<td>Instagram</td>
<td>like</td>
<td>2677</td>
<td>2358</td>
<td>100.0</td>
</tr>
<tr>
<td>YouTube</td>
<td>view</td>
<td>2524</td>
<td>436</td>
<td>98.3</td>
</tr>
<tr>
<td>Instagram</td>
<td>follower</td>
<td>1995</td>
<td>236</td>
<td>100.0</td>
</tr>
<tr>
<td>Instagram</td>
<td>view</td>
<td>1084</td>
<td>70</td>
<td>100.0</td>
</tr>
<tr>
<td>Spotify</td>
<td>play</td>
<td>971</td>
<td>89</td>
<td>87.9</td>
</tr>
<tr>
<td>Instagram</td>
<td>comment</td>
<td>700</td>
<td>52</td>
<td>94.8</td>
</tr>
<tr>
<td>YouTube</td>
<td>like</td>
<td>453</td>
<td>35</td>
<td>96.6</td>
</tr>
<tr>
<td>Spotify</td>
<td>follower</td>
<td>440</td>
<td>52</td>
<td>82.8</td>
</tr>
<tr>
<td>Facebook</td>
<td>like</td>
<td>401</td>
<td>20</td>
<td>94.8</td>
</tr>
<tr>
<td>Facebook</td>
<td>page like</td>
<td>386</td>
<td>44</td>
<td>93.1</td>
</tr>
<tr>
<td>YouTube</td>
<td>share</td>
<td>441</td>
<td>145</td>
<td>84.5</td>
</tr>
<tr>
<td>YouTube</td>
<td>comment</td>
<td>390</td>
<td>35</td>
<td>82.8</td>
</tr>
<tr>
<td>YouTube</td>
<td>ads view</td>
<td>351</td>
<td>88</td>
<td>63.8</td>
</tr>
<tr>
<td>Instagram</td>
<td>impression</td>
<td>326</td>
<td>20</td>
<td>91.4</td>
</tr>
<tr>
<td>Instagram</td>
<td>story view</td>
<td>311</td>
<td>19</td>
<td>91.4</td>
</tr>
<tr>
<td>Twitch</td>
<td>view</td>
<td>290</td>
<td>21</td>
<td>60.3</td>
</tr>
<tr>
<td>Facebook</td>
<td>video view</td>
<td>316</td>
<td>49</td>
<td>94.8</td>
</tr>
<tr>
<td>Facebook</td>
<td>view</td>
<td>267</td>
<td>46</td>
<td>70.7</td>
</tr>
<tr>
<td>Facebook</td>
<td>subscriber</td>
<td>267</td>
<td>40</td>
<td>96.6</td>
</tr>
</tbody>
</table>
views and plays. In these cases it is not clear what information this keyword conveys about the service and is likely used as a marketing mechanism. The Bot keyword is much less common, as is usual with negative keywords. Nonetheless it is fairly common for YouTube shares and App installs.

- **HQ / IQ.** These are common keywords found in the listings. However, they do not provide much information on their own, and need to be analyzed in the context of a particular service. For example, in a service like Instagram followers they could refer to the quality of the account (real-looking or not), and in a Spotify play service they could refer to aspects such as drop rate or delivery time. Also, in many cases they may not provide actual information about the service, and their presence could be just a marketing strategy.

- **Drip / No Drip.** In contrast to the previous modifiers, these keywords are quite specific and are common only in a few services: Spotify plays and followers, Twitch views and Website traffic. The Drip keyword refers to a gradual delivery during an established period of time. This may be a desirable feature as it gives the appearance of a more realistic growth. It may also be sold as a way to avoid the detection mechanisms implemented by the targeted platforms, although this is speculative.

- **Drop / No Drop.** Many platforms actively try to detect and eliminate inorganic engagement to mitigate their potential harmful impact. For this reason many low-quality services are expected to have substantial drop rates shortly after their delivery. Some services advertise the expected drop rate or state that there is no drop in their service. These keywords are common across most studied services.

- **Refill / No Refill.** As a result of platforms eliminating inorganic content and banning fake accounts some services such as followers, likes, or plays can suffer significant drop rates over time. Some services offer to compensate for these drop rates by refilling with the required service until reaching the agreed amount. This is usually not offered indefinitely but for a certain period of time: a few weeks or months, normally. We observe that refilling is common across most studied services.

- **Custom / Random.** These variations mostly appear for comments, specially in Instagram and YouTube. It is also one of the most influential customization price-wise. Custom comments are several times more expensive that random or generic ones (see Section 5). We can attribute this price difference to the fact that custom comments may need some degree of human intervention or advanced linguistic tools, which would substantially increase the cost of an otherwise completely automated process. This need of human intervention is probably the main reason behind reviews in Amazon, LinkedIn and Google Business ranking as the most expensive services. In turn, this raises the question of how advancements in automated AI-generated texts (Radford et al., 2019) will potentially reduce the need of human intervention and how this may impact these services.

- **Guarantee / No Guarantee / Refund / No Refund.** Many services are advertised as Guaranteed. This guarantee may be a refund of the payment or a replacement of the service in case it is not delivered. In general, each panel has a guarantee and refund policy specified in its terms of service.

- **Slow / Fast / Instant.** It is common to find the speed and start time of the services advertised in their description. In some panels there is a field that reports the estimated delivery time of the service based on previous deliveries.

- **Male / Female.** This is the main demographic targeting that we found aside from language and country of origin. However, the possibility of choosing male or female accounts was only found in Instagram services, YouTube comments and some other review services.

### 4.3.1. Geo-targeting

In addition to the discussed variations, services may offer location-based targeting and customization (i.e., geo-targeted services). The majority of them offer the possibility to select a specific language—mostly text-based services like comments and reviews—and country from which the service will be delivered, including source IP of web traffic or the registration country of the accounts. Table 4 presents the top-10 services ranked by the number of location-based variations that allow for geo-targeting. We observe that more than 70% of Website traffic and YouTube comments services are geo-targeted, and more than 50% for Spotify plays and YouTube ads views. In general, we observe that YouTube and Spotify have higher percentages of geo-targeted services than those of Instagram, where only 19% of likes or followers allow for geo-targeting.

As for the location from which the services are offered, we find more than 60 different countries and regions. The most prominent ones by number of services are: USA, Brazil, India, UK and Russia. Note that we focus our study to English panels, and extending our dataset with Chinese, Russian and Spanish panels might have an impact in these results. Fig. 3 depicts the platforms targeting for the services located in each of these 5 countries. These distributions percentages are presented with more detail in Table 5. Interestingly, there are significant differences in the distribution of targeted platforms across countries. By observing the percentage of services under the Others label, we realize that services located in the USA and UK are much more evenly spread in terms of platforms when compared to the other three. Brazil shows the complete opposite effect, having more than 60% of all its services targeting Instagram.

### 5. Price analysis

This section analyzes the prices of the services advertised in SMM panels. We first study the price ranges for the most popular services. Then, we analyze their price variability during the period of the study and compare it within and across panels. We further
extend this analysis with a review of the cheapest and most expensive services we encounter. We conclude with a study of the higher cost of services offering customized services.

5.1. Data sanitization

Before obtaining price metrics and statistics, it is critical to carefully filter the data to remove potential errors and outliers. Unfortunately, distinguishing whether a high price is due to sellers' high expectations, errors, or just because delivering the service is actually expensive (e.g., those between $10^5$ and $10^7$, which corresponds to $100$ and $10k$ per unit) is challenging. We develop the following heuristics to filter out potential outlier services: (i) their price is higher than $10^7$ (this is the equivalent of a $10k$ price per unit); (ii) it has been active less than 10 days; (iii) its minimum order is above 5 and its maximum order is above 100; and (iv) it is classified as a package or bundle. The last two conditions help eliminating services that may be valid but are not relevant for studying the price of bulk services. Therefore, we remove highly specialized services or packages from our analysis (e.g., Instagram followers from verified accounts) as they would provide a distorted view of the market.

Table 6 reports the prices for the top 20 most popular services. We report the median and quartiles instead of mean and standard deviation as, despite our filtering efforts, there are outliers that require robust statistical metrics. This choice may explain why the results presented in this paper differ substantially from mean values reported in previous research studies (De Cristofaro et al., 2014; Paquet-Clouston et al., 2016). However, it could also be the case that these services have gotten cheaper in the last years as the market developed.

5.2. Price stability

This section studies the fluctuation in the different services’ prices over time to understand the overall market volatility. Unfortunately, measuring these factors is not trivial due to the fact that services are typically taken down or re-branded. Indeed, instead of modifying the price in a service, it is common to take it down and replace it with a new one under a different ID with a slightly different name. Yet, out of the 61k observed services, 88.6% of them had stable prices. We used a Welch’s t-test to validate if services with stable prices had a shorter lifespan than those whose price fluctuated across time. With a t-value = −25.58 we confirmed that indeed, the difference in duration is significant. The mean duration of fixed price services is 45.3 days, significantly shorter than that of the non-fixed services (57.9 days). Although there are some differences between the percentage of fixed-price services across panels, they are not significant so we conclude that this is a general practice in the market.

With this limitation in mind, we study the price evolution of aggregated services such as Instagram followers and YouTube views instead of studying each individual service. We filter out outliers using the criteria defined to generate Table 6. Then, we evaluate the price of the most popular services during the first 10 days of April, May, June and July 2020, so we measure local variances for each one-month period. The boxplots rendered in Fig. 4 show the results of this analysis, the x-axis being a service and the colors representing each studied month. Fig. 4 suggests that prices do not change significantly during this 4-month period. Instagram comments is the service that exhibits the most significant variation, starting with a median of $29$ in April and steadily decreasing down to $20$ by July. However, this trend is minimal in comparison to the price range observable within and across panels in the whole market. In fact, a key observation is the wide range of prices that exist within services. This is particularly clear for the services plotted in the right side of the figure. For example, we can see that just for YouTube comments in the month of May, prices varied from $5$ to over $130$. Similarly, Facebook views range from less than a dollar to over $200$. A potential reason for such a variance is the presence of service customization, since it is expected that geo-targeted custom comments for YouTube are more...
expensive than random non geo-targeted ones. Moreover, some of these panels may act as reselling platforms, thus offering them at a higher price than the original provider. In the next section we further illustrate this issue with a particular case study: Google Business reviews.

5.3. High-end services

In this section, we perform a deep analysis of the most expensive services. The constant presence of outliers forces us to take a semi-manual approach to review each service. Fortunately, the number of expensive services is limited so manually inspecting each service is feasible. We group the most expensive services in three categories: (i) review and rating services; (ii) accounts for subscription services and non-free interactions; and (iii) premium services, which are high-end or enhanced versions of typically cheap services. We discuss each category separately in the following subsections.

5.3.1. Review and rating services

This type of service normally consist of a written review plus some sort of rating. The services are advertised as custom reviews and most of them require the client to send the desired text to be submitted. We found offerings for Google Business, LinkedIn, TripAdvisor, IMDb, Play Store and Apple Store. In the case of mobile app stores, the services offer app installs, reviews and ratings. We discuss three cases of interest next:

- **Google Business reviews** are offered in 21 panels and their price ranges from $1.4 to $18.0 per review as shown in the violin plots rendered in Fig. 5. The shape suggests that these services either have an underlying common services or act as resellers. In fact, we find that several services offer the exact same name and description in 6 different panels but at different prices. It is also worth noting that the difference in price across panels (vertically) is greater than the difference within a panel due to service variations (horizontally). This difficults the study of the services’ customization on the price because, as we see, aggregating prices from different panels may hide the impact of customization. The available orders go from 1 to 100 reviews, although one service offered up to 1.5k reviews.

- **Tripadvisor reviews** are much less common, appearing only in 2 panels. In one of the panels the service description does not have much information. The price of a custom review in one panel goes from $0.25 to $0.72. In the other panel, the service provides a more detailed name and description of the service, clearly stating that the service provides a custom review and a rating using real accounts. The vendor also advertises the origin country of the accounts and other features like the delivery rate, and also grants a refund policy in case the reviews and rating are taken down. This service is priced at $5 per review.

- **IMDb votes**, which would be the equivalent of a rating in other platforms, are quite expensive. They appear in 20 panels with prices that range from $15 to $20 per 1000 in the low end, to $80 and $150 per 1000 in the high end. The country and gender of the voter could be selected.

5.3.2. Accounts for subscription services and non-free interactions

Unsurprisingly, services that require paying a registration or subscription fee are more expensive than those that do not. However, Netflix accounts or Amazon Prime subscriptions are sold by a fraction of their legit price. These services offer the possibility of purchasing either individual accounts (most common model) or bulk packages, being specifically advertised for resellers. Some of these services also state that the accounts for sale are hacked or stolen ones.

A particularly interesting case within this category is the service **Twitch Subscribers**, a video streaming platform that allows users to follow a streamer’s channel for free or subscribe to it for a fee (typically around $5\(^3\)) in order to support the streamer. Additionally, users with an Amazon Prime account can subscribe to one Twitch channel for free. These are called Prime Subscriptions and despite being free for the user, the streamer gets revenue from Amazon. We find several services of such subscriptions with prices ranging from $1.5 to $3. Streamers purchasing these services would not only boost their accounts, but also potentially make money from Twitch: For example, if the streamer receives a 40% of the subscription fee value, then for a $5 worth subscription they receive $2. So by purchasing subscriptions at a price below $2 the streamer would be on profit. The percentage of the subscription fee received by streamers is not fixed but this is plausible scenario.

5.3.3. Premium services

It is common to find improved versions of popular services that retail at a much higher price. A very illustrative example for this are Instagram likes and Instagram reach boost packages. Table 6 shows that 1000 Instagram likes usually cost around $1.43. However, 1000 Power likes and 30 posts cost $275. A given service offers the same influencer Power likes with the possibility of choosing a quantity (from 500 to 5,000) at $0.25 each, which is 17.5 times more expensive than the median price for a like. In

---

\(^3\) [https://www.twitch.tv/p/partners/].
Power likes are a controversial topic as they are likes provided from popular accounts—verified accounts, celebrities or influencer accounts, or accounts with a certain number of followers and reach—which allegedly have a big influence in Instagram’s recommendation algorithm. Therefore, they are supposed to increase an account’s reach very effectively, which justify their price.

5.4. Low-end services

We now focus on the cheapest services indexed by these panels. Interestingly, we find that various services are offered for free in order for clients to check the quality of the service and persuade them to make an investment by buying other services. These phenomena are also observed in trading from underground forums (see Section 6.2). Out of the 61k different services, 75% where free and they offer Instagram likes, comments and followers; and TikTok or YouTube views. Typically, free services offer a low quantity of fake engagements for a limited amount of time. Yet, the cheapest non-free services are video views and plays. For less than $0.10 per 1000 actions we find TikTok views ($0.01–$0.03), SoundCloud plays ($0.05 approx) and Instagram/IGTV views ($0.05–$0.08). In the range of $0.10 and $0.30, we find Instagram story views and Facebook video views. Up to $0.60 per action, we find web traffic. The fact that these services are easy to automate could explain why they are so inexpensive.

5.5. Impact of price customization

Finally, we study the price variations of services offering different levels of customization as presented in Section 4.3. To do so, we choose three types of customization and analyze them over two services where they are relevant. All of these types are analyzed along the side the geo-targeting variable. Geo-targeted services are significantly more expensive and thus need to be studied separately to be able to observe the impact of the target customization.

In all 3 cases, we apply our filters to remove outliers and erroneous data. However, we also remove services with a price exceeding 5 times the third quartile of the prices (see Table 6) in order to generate more useful visualizations. Then, we select the locations where each service variation was most popular. Lastly, we generate graphs for each location depicting the distribution of prices for services with and without the customization. The results are presented in the violin plots rendered in Figs. 6–8. We note that non geo-targeted services are placed in the leftmost side of the figure labeled as Unspecified. In each violin plot, the left side represents the price distribution of the services without the customization and the right side represents the price distribution of the services with the customization. In both sides the distribution has been cut at highest and lowest observations in the data.

- **YouTube and Instagram custom comments.** The results shown in Fig. 6 reveal a substantial difference in price between geo-targeted and non geo-targeted services in both platforms. The most expensive locations are the US for YouTube and China for Instagram, with a difference of $41 (+256%) and $45 (+300%), respectively, compared to the non geo-targeted versions. When comparing the prices for the Custom variation we do not see a clear difference in average prices. However, there are significant differences in the shape of the distributions with custom comments tending to have a more spread out shape, with a heavier tail towards high prices. There is also a more noticeable difference if we compare custom comments with those explicitly advertised as Random. However, as with many other negative keywords, we find much fewer of these services and therefore we do not have enough data to drive solid conclusions.

- **Instagram gender targeted followers and comments.** We study if gender targeting is a significant phenomenon and, if so, estimate how relevant it is. We found that the platform where it is most common is Instagram, particularly in the followers and comments services. This customization however was not usually offered with geo-targeting with the only exception being Brazil. The results are presented in Fig. 7. We can observe, as in the previous case, a significant price difference due to geo-targeting. The differences are of $8 (+228%) and $31 (+207%) for followers and customers respectively. In regards to gender targeting, we did not focus on the specific gender and we grouped together the services that offered specifically male or female followers/comments. In this case we can clearly see a shift in the prices distribution of gender-targeted services. The price range for these services starts at a higher point and we see the median of the distribution also being notably higher.

- **Spotify and SoundCloud plays with refill policy.** For the last case, we select services offering fake plays in two of the most popular audio and music streaming platforms: Spotify and SoundCloud. We note that SoundCloud is less targeted than Spotify. The US is the only country for which geo-targeted ac-

---

**Fig. 5.** Google Business review prices for 13 exactly equal services (points) present in 6 different panels (lines). Y-axis represents the prices of the different services. Thus, points aligned vertically represent the prices of a same service across the 6 panels.
distribution

**Fig. 6.** Prices distribution of YouTube comments and Instagram comments attending to geo-targeting and the Custom variation. Each individual violin plot represents the prices for a given region (horizontal axis). The left, blue side represents the distribution for non-custom comments, while the green, right side of the violin represents the distribution for the custom comments. (For interpretation of the references to color in this figure legend, the reader is referred to the web version of this article.)

**Fig. 7.** Prices distribution of Instagram followers and comments attending to geo-targeting and gender-targeting. Each individual violin plot represents the prices for a given region (horizontal axis). The left, blue side represents the distribution for non gender-targeted services, while the green, right side of the violin represents the distribution for specifically male or female services. (For interpretation of the references to color in this figure legend, the reader is referred to the web version of this article.)

tivity can be purchased for SoundCloud, whereas Spotify services are available from 30 different countries. The difference in prices between the most expensive locations and non geo-targeted services are $2.6 (+195%) and $0.05 (+100%) for Spotify and SoundCloud, respectively. The most expensive location for Spotify plays is Germany, although the prices for France, UK, Canada and Brazil are similar. If we focus on the Refill option, we observe a significant difference in prices due to geo-targeting as shown in Fig. 8. We see that refillable services start at a higher price for SoundCloud plays and geo-targeted Spotify plays. We also observe that the prices for refillable services reach higher prices for Spotify plays from France, UK, Canada and Brazil but not for the rest of locations nor for SoundCloud plays. In short, while there is a tendency to increase the price for Spotify services in these five countries, we observe the opposite trend for SoundCloud plays from the US where all refillable plays prices are below the median. These results suggest slightly higher prices for refillable services although not in all cases. In order to draw more solid conclusions it would be necessary to analyze other variables that are closely related, such as drop rates, speed of delivery and refill periods.

The results obtained in these three case studies illustrate the impact of geo-targeted price customization. In the case of services such as YouTube views or Website traffic where the buyers objective may be to obtain benefits from advertisement fraud, selecting an adequate location may be very beneficial as advertisers often pay different rates for each country. Gender targeting also seems
to have a substantial effect in price for services in certain platforms. Such targeting may render useful in platforms like Instagram if the aim of the buyer is to influence the recommendation algorithm and reach certain user demographics and communities. In general the effectiveness of these methods for achieving the customers goals make these very desirable services. This, together with the added difficulty for supplying targeted services, are probably the factors that drive their prices up.

6. Marketing and operation

This section complements our previous analysis by looking at two aspects related to the supply chain and infrastructure needed to promote and operate SMM product and services. First, we study the domain names used by the panels to infer how these panels are perceived by the IT security industry and how are they ranked in terms of popularity (i.e., by traffic received). Second, we analyze the trading and discussions about SMM panels on online underground forums, offering us a unique perspective to map and understand the actors involved in this business.

6.1. Domain classification and popularity

For each panel, we extract the labels provided by four domain classification services: Symantec, McAfee, Fortiguard, and OpenDNS. However, it is known that domain classification services present fundamental limitations not only in their categorization and consistency, but also in terms of coverage (Vallina et al., 2020). In fact, our results suggest that these panels are largely seen as regular IT, business or marketing service providers. For example, McAfee classifies 45% of the domains as “Internet Services”, 26% “Marketing/Merchandising”, and 20% as “Media Sharing”. Similarly, Fortiguard classifies 57% of the domains as “Information Technology” and 27% as “Business”. Very few domains are spotted as related to malicious or suspicious activity by these security firms. Symantec classifies 11% of the domains as “Suspicious”, 2% as “Phishing”, and 1% as “Malicious Sources/Malnets”. The results for McAfee (2% as “Malicious Sites” and 1% as “PUPs (potentially unwanted programs)”) and Fortiguard (1% as “Malicious Websites*) are similar. We also run the domains through VirusTotal. The majority of the 75 detection engines (which mostly operate based on blocklists) spotted all domains as “harmless”. Just one engine flags two domains as “suspicious”. These results confirm that key actors in the security industry do not consider these sites as incurring in any potentially harmful activity.

We also analyzed the popularity of these domains using Alexa traffic ranks (Amazon.com, 2021). We compute the daily position for all the panels and then analyze the resulting time series. The median of the time series is 378,509, with a minimum of 21,062 and a maximum of 802,910. Sites ranked beyond the top-100k are generally deemed as statistically insignificant due to the scarcity of data available for them (Scheitle et al., 2018). Such low ranking positions suggest that these sites sustain a very reduced amount of traffic.

6.2. Trade in underground forums

Underground forums are known as common places for trading various types of illicit products and services (Motoyama et al., 2011; Pastrana et al., 2018a; 2018b; Portnoff et al., 2017). In order to understand the underground economy of SMM, we study 7063 forum threads providing SMM services (see Section 3). Unfortunately, a given thread may simultaneously offer services for multiple platforms and the titles of the threads are not as structured as SMM panels, which hinders a proper categorization of the services being offered. Therefore, we conduct a best-effort analysis by automatically looking for specific keywords in thread headings to get a birds’ view.

In total, we find threads offering 6708 services from 37 platforms. Table 7 shows the most common services from the platforms most traded in these forums. The top services align with the findings from SMM Panels (c.f. Table 3), with three notable differences: (i) website traffic is less popular in forums; (ii) Snapchat is the fifth platform most traded in forums; and (iii) shoutouts are more common on underground forums (i.e., the promotion of a user account from a popular account in the form of a mention or a photo). We observe that these products are highly used for sourcing traffic intended for other activities like eWhor-
<table>
<thead>
<tr>
<th>Instagram</th>
<th>Twitter</th>
<th>YouTube</th>
<th>Facebook</th>
<th>Snapchat</th>
</tr>
</thead>
<tbody>
<tr>
<td>Like</td>
<td>552</td>
<td>Follower</td>
<td>407</td>
<td>View</td>
</tr>
<tr>
<td>Follower</td>
<td>436</td>
<td>Like</td>
<td>84</td>
<td>Like</td>
</tr>
<tr>
<td>Shoutout</td>
<td>178</td>
<td>Account</td>
<td>45</td>
<td>Subscriber</td>
</tr>
<tr>
<td>Account</td>
<td>133</td>
<td>Retweet</td>
<td>45</td>
<td>Comment</td>
</tr>
<tr>
<td>Unknown</td>
<td>803</td>
<td>Unknown</td>
<td>633</td>
<td>Unknown</td>
</tr>
<tr>
<td>Others (15)</td>
<td>88</td>
<td>Others (17)</td>
<td>89</td>
<td>Others (15)</td>
</tr>
<tr>
<td>Total</td>
<td>2190</td>
<td>Total</td>
<td>1303</td>
<td>Total</td>
</tr>
</tbody>
</table>

Fig. 9. Forum activity for the users offering social media marketing services in Hackforums.

Table 7
Top 6 platforms and their products being advertised in underground forums.

6.3. Actor analysis

Most of the threads in our dataset (82.7%) are from Hackforums. Therefore, we conduct and qualitative and quantitative analysis of the actors offering social media marketing services in this forum. We identify a set of key actors by the number of their SMM offerings. From the total of 3235 actors operating, we study 751 actors that have at least 2 offerings, which account for 58.3% of the threads.

For the quantitative analysis, we follow the methodology proposed in previous works (Pastrana et al., 2018a; 2019). Specifically, we extract and analyze the forum activity of the actors, including the number of posts, the reputation, activity intervals, user interests and their social relations, which are obtained from measuring forum interactions between a pair of actors, i.e., responses in a thread or posts quoted. This allows us to build a social graph where each node is a forum actor and the edges represent their interactions. We compute popularity metrics such as the eigenvector of the graph or the H-index (a widely used metric used in academia to measure the popularity of researchers). For the interests of the actors, we analyze the number of posts and threads made in boards from the different categories, as provided by the forum, such as hacking, gaming, technology or market.

We define an actor as an account id posting messages in the forum. Thus, we do not consider cases where the same user operates various accounts.

There are 2670 low-impact actors that have not received any response.

Fig. 9 shows the aggregated statistics related to the forum activity for the 751 key actors. There is a wide diversity of actors according to their activity. For example, whereas the average number of posts is around 2.3k, some actors generated more than 30k posts, while other only have a few dozens. We also observe similar patterns in their reputation as in the number of positive points. There are substantial differences between a small set of 17 highly reputed actors (with more than 1k positive points) and the majority, which has no reputation at all (the median is 0). Actors offering SMM services in underground forums have on average a H-index of 10, ranking similar to key actors initiating in cybercrime activities according to a previous study (Pastrana et al., 2018a). However, in general most SMM actors do not use the forum for currency exchange (average lower than 1), which is a board used to exchange and launder financial gains obtained from illicit activities (Pastrana et al., 2018b).

Hackforums is divided in different categories, e.g., market, hacking or gaming. In order to characterize the broad interests of the authors, we analyze their activity in boards from these categories. Specifically, we count the number of threads started and replies posted in these boards. Table 8 shows the three categories capturing actors’ interests. As expected, ≈75% of the actors have as primary interest the Market (with ≈20% having it in their second position), which includes boards specific for Social Media Marketing trading and also other marketplace related discussions. We observe that authors are also interested in the Common category, which includes general-purpose discussion about the forums, as well as miscellaneous topics (e.g., politics or religion). The most common category ranked in the third position is Hack, where actual discussions about computer and network hacking occurs. This suggests that, while the primary reason for the actors in the forum is to trade SMM, they show strong interests in other abuse and cybercrime-related topics.
Top-10 actors We conduct a manual and qualitative assessment for top-10 authors (measured by the number of offerings that they offer). We analyze all the threads started by these users in the forum, including those related with SMM and other topics. We observe a common pattern in most of these popular authors: they tend to start by providing a small amount of cheap or easy-to-get services (e.g., Instagram shoutouts, Youtube views or FB likes) possibly to increase their reputation, attract users and to get known by the community. In fact, this is a common practice in underground forums where trust is a valuable asset that must be gained across time (Dupont et al., 2018). After this initial self-promoting period that typically lasts a few weeks, they start trading the services. We notice various activities potentially related to required components of the supply chain, including SMM panel designs, Twitter bots, Instagram accounts with several followers (possibly used for selling shoutouts) and automatic Youtube account makers. Interestingly, we find two cases where actors have built more than one SMM panels over time, only for selling them as high-quality products afterwards. This confirms that panel re-selling is a common practice. Finally, in parallel to their activity in SMM products, these popular actors also operate other illicit businesses. For example, two of the ten top actors provide and sell services related to eWhoring (Hutchings and Pastrana, 2019; Pastrana et al., 2019), while other three provide accounts related to video games.

7. Discussion

In this paper, we presented a study on the market providing fake engagement services for social media. We have compiled a dataset of offered services by crawling daily the SMM panels where they are advertised during a period of 4 months. This dataset consists of 2.8 M entries grouped in 61k different service variations. Using this dataset, we have identified 294 different services targeting 59 platforms including OSN, review services, video and music platforms, etc.

Service customization We observe that most of these services are offered with an impressive variety of customization that allow buyers to select features such as the quality of the service, the speed of delivery, the country of origin, as well as personal attributes of the fake account (e.g., gender). The granularity of these types of customization and the richness of the catalog hint at the existence of a substantial infrastructure underlying these services.

Market analysis The prices we observe for these services are significantly lower than those reported in previous studies. For example De Cristofaro et al. (2014) report Facebook page likes for prices between $14.99–$70 while we observed a range of $5.03 to $17. Similarly, for Instagram likes we observe prices between $0.80–$2.88 in contrast to the average of $19.54 reported by Paquet-Clouston et al. (2016). These differences might be a result of our methodology, in particular of our decision to filter out high price outliers. However it can also be indicative of a descending trend in the prices during the period between the studies.

The price analysis revealed very significant disparities between prices of the same product across different markets. This price differences is likely a consequence of the multiple resellers present in the supply chain (Paquet-Clouston and Bilodeau, 2018). As Paquet-Clouston et al. (2016) point out, this can also indicate that the market is still undeveloped and sellers do not know the worth of the services they offer, leading them to underprice or overprice. There is also significant variance in prices within markets but this can be mostly attributed to the different available versions of the services. In particular, geo-targeting and gender targeting (i.e., followers of a specific gender) resulted in a substantial increase of the prices. However geo-targeting is much more common, being available for almost all services while gender targeting was present only in a few.

Trading in underground forums. Underground forums are nowadays a key component where panels are advertised. They allow newcomers to enter into the business by providing tutorial and guidance. Also, while not originally designed as markets, various threads are intended for the trading of fake engagement services. Our study confirms that the platforms and products being offered coincide with those offered in dedicated panels. Also, we analyze the ecosystem of the actors involved. We observe that some actors that initially provide free services to gain reputation before engaging in trading. Also, we note that actors are not always specialized in the trading of SMM, but this is combined with other lucrative illicit businesses.

8. Conclusion

This paper presents a measurement study of the fake engagement ecosystem for online platforms. We collect and open-source a new dataset of product listings from various SMM panels. Our work sheds light on the current status of the ecosystem, showing that this is a feature-rich and growing yet unstable market. We also analyze data collected from discussions arisen in underground forums. We believe that our work will inform researchers and security practitioners to better understand this underground economy. Future work includes crawling other sites, as well as conducting periodic re-crawls to offer a longitudinal view of the evolution and variation of the market. We also consider adding Chinese, Russian and Spanish panels to our dataset, as this would enrich the results drawn from them and would provide a global perspective on the market. To better understand re-selling activities, research on attribution could also be carried out by identifying common actors across the supply chain and across markets.

Declaration of Competing Interest

The authors declare that they have no known competing financial interests or personal relationships that could have appeared to influence the work reported in this paper.

Data availability

The data is available in a public repository.

Acknowledgments

We thank the Cambridge Cybercrime Center for giving us access to the CrimeBB dataset. This work was supported by the EU Horizon 2020 Research and Innovation Program under Grant agreement no. 100123777 (TRUST aWARE ); the Spanish grants ODIO (P12019-111429RB-C21 and PID2019-111429RB-C22), and the Region of Madrid grant CYNAMON-CM (P2018/TCS-4566), co-financed.
by European Structural Funds ESF and FEDER. The opinions, findings, and conclusions or recommendations expressed are those of the authors and do not necessarily reflect those of any of the funders.

References


Paquot-Clouston, M., Bilodeau, O., 2018. Uncovering the wholesale industry of social media fraud: from botnets to bulk reseller panels


Paquot-Clouston, M., Bilodeau, O., 2018. Uncovering the wholesale industry of social media fraud: from botnets to bulk reseller panels


Paquot-Clouston, M., Bilodeau, O., 2018. Uncovering the wholesale industry of social media fraud: from botnets to bulk reseller panels


Paquot-Clouston, M., Bilodeau, O., 2018. Uncovering the wholesale industry of social media fraud: from botnets to bulk reseller panels


a co-founder of AppCensus Inc. Narseo’s research interests fall in the broad areas of network measurements, privacy, and mobile security. His research has been awarded with best paper awards at the 2020 IEEE Symposium on Security and Privacy (S&P), USENIX Security’19, ACM IMC’18, ACM HotMiddlebox’15, and ACM CoNEXT’14 as well as several industry grants and awards (e.g., Google Faculty Research Awards, DataTransparencyLab Grant, and Qualcomm Innovation Fellowship) and he has been the PI of several NSF, NSA, H2020, and Spanish projects. His work in the mobile security and privacy domain has influenced policy changes and security improvements in the Android platform while his research on the privacy and security risks of preinstalled Android applications has received the AEPD Emilio Aced Award and the CNIL-INRIA Privacy Protection Award, both in 2020. He is also the recipient of the IETF/IEF Applied Networking Research Award in 2016 and the Caspar Bowden Award in 2020.

Juan Tapiador is Professor of Computer Science at Universidad Carlos III de Madrid, where he leads the Computer Security Lab. Prior to joining His research interests include binary analysis, systems security, privacy, surveillance, and cybercrime. He has served in the technical committee of conferences such as USENIX Security, ACSAC, DIMVA, ESORICS and AsiaCCS. He has been the recipient of the UC3M Early Career Award for Excellence in Research (2013), the Best Practical Paper Award at the 41st IEEE Symposium on Security and Privacy (Oakland), the CNIL-Inria 2019 Privacy Protection Prize, and the 2019 AEPD Emilio Aced Prize for Privacy Research. His work has been covered by international media, including The Times, Wired, Le Figaro, ZDNet, and The Register.