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ABSTRACT

Machine learning is a highly promising tool to design the physical layer of wireless communication
systems, but the training usually requires an explicit model of the signal distortion as it undergoes
transmission over a wireless channel. As data rates, number of MIMO streams and carrier frequencies
increase to satisfy the demand for wireless capacity, it becomes difficult to design hardware with few
imperfections and to model the imperfections that there are. New machine learning schemes for the
physical layer do not require an explicit model but can implicitly learn the end-to-end link including
channel characteristics and non-linearities of the system directly from the training data. In this paper,
we present a novel neural network architecture that provides an explicit stochastic model for both SISO
and MIMO channels, by learning the parameters of a Gaussian mixture distribution from real channel
samples. We use this channel model in conjunction with an autoencoder to learn a suitable modulation
scheme. We experimentally validate our proposed model in an FPGA-based millimeter-wave testbed
for both SISO and MIMO channels, showing that it is able to reproduce the channel characteristics

with good accuracy.

1. Introduction

Machine Learning (ML) has proven to be a very pow-
erful tool in areas such as language processing and image
recognition, where it is difficult to design conventional al-
gorithms that perform well and are efficient. It is also in-
creasingly being applied in the area of networking, for exam-
ple, to predict traffic and optimize resource allocation [46].
However, the design of the physical layer of networks typi-
cally uses conventional discrete and highly optimized signal
processing blocks. Modulation and coding schemes, as well
as equalization techniques, are optimized under the assump-
tion of Gaussian noise processes and simple non-linear mod-
els [45] to simplify hardware implementation. While such
designs do not take into account possible interactions be-
tween non-linearities and residual errors of individual com-
ponents, they work well for current wireless systems and al-
low to operate links close to their theoretical capacity. As
communication devices are scaled to higher and higher data
rates, frequencies, and number of spatial streams, it becomes
more and more difficult to minimize hardware imperfections.
This is exacerbated by the constraints imposed by integra-
tion in consumer devices and the mandate of a cost-efficient
design. In turn, explicitly modeling and compensating for
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these hardware imperfections and non-linearities becomes
increasingly complex.

The above considerations inspired the application of ML
to the physical layer. It was first used for modulation recog-
nition [28, 4, 33, 41], but has also been applied to channel
estimation [40] and equalization [13, 8, 43, 20], and ML is
now even being used to design the entire physical layer itself
[28, 29, 2, 12, 44, 27, 3]. Having symbol encoding and de-
coding learned by ML rather than designed explicitly allows
it to optimally adapt to new environments, data, hardware,
and applications.

The first design of an end-to-end communication sys-
tems using deep learning models was presented in [28], where
the authors discuss how to learn a transmitter-receiver ar-
chitecture represented as neural networks (NNs) for a spe-
cific channel model using an autoencoder structure. Such
end-to-end systems have recently been extended to multi-
input multi-output (MIMO) with multiple independent spa-
tial streams with both open-loop and closed-loop designs
[26, 38]. Autoencoders learn an efficient representation or
encoding of data that is subjected to noise, together with a
reconstruction mechanism that aims to regenerate the data
as close as possible to the original input. The autoencoder is
trained using the Stochastic Gradient Descent (SGD) method
[15] to optimize a loss function (e.g., bit error rate (BER)),
using a differentiable model for the channel in order to per-
form backpropagation.

Such model-aware systems require that an analytical func-
tion for the end-to-end channel is known, for example us-
ing an Additive White Gaussian Noise (AWGN) channel in
[28] or simple models for phase offset and Carrier Frequency
Offset (CFO) [12]. However, as the channel becomes more
complex due to interference, hardware imperfections, quan-
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tization effects, mismatch in RF front-ends (as can be that
case qwith MIMO), building realistic analytical functions
becomes difficult. Furthermore, such complex models may
no longer be differentiable, preventing the use of the back-
propagation algorithm. In some cases, models for hardware
effects and the channel itself are not even known, such as in
molecular communications [25].

Recently, model-free approaches for single-input single-
output (SISO) systems have been proposed, that do not re-
quire a channel model as input. Instead, a differentiable chan-
nel model is learned from channel data using Generative Ad-
versarial Networks (GANs) [29]. Such mechanisms have
only been evaluated for simple simulated AWGN and similar
channels, but not for practical real-world channels. Further,
it may be difficult to generalize the architecture to more com-
plex channels [35]. Another approach was presented in [2],
introducing a different training method in which the end-to-
end learning is done by sampling the channel.

The downside of these approaches is that no explicit chan-
nel model is obtained. One of the benefits of learning an
explicit channel model is that it enables transfer learning
to speed up the training on time-variant channels using the
knowledge from previous training. This makes the system
more robust to environmental changes. Besides, it is also
interesting in the case of molecular communication to drive
the design of better nano-scale networks. In this paper, we
will focus on millimeter-wave (mm-wave) communications,
where the increase in carrier frequency and bandwidth is
pushing Radio Frequency (RF) hardware and data converters
to their limits, and complex calibration methods are needed

to ensure good performance. More specifically, Giga-sampling

rate converters with limited resolution, as present in mm-wave
hardware, introduce non-negligible quantization effects [9].
Besides, power amplifier non-linearities are more harmful
and high carrier frequencies introduce critical CFO and phase
noise effects [10, 9]. Furthermore, mm-wave hardware usu-
ally integrates phased antenna arrays with a large number
of antenna elements to deal with the high path-loss employ-
ing beamforming. This is used not only to enable highly
directional communications, but also to benefit from mul-
tiple concurrent spatial streams, as envisioned in the latest
mm-wave standards [19].

Such systems with large and complex antenna arrays re-
quire calibration to ensure matching between the phase shifters
and amplifiers of antenna elements [39, 6]. While careful op-
timization of each hardware component independently can
partially abate the hardware imperfections, this magnifies
the design complexity, increasing time-to-market and costs.
Future THz frequency systems further exacerbate this situ-
ation and make ML a highly attractive tool to design and
optimize end-to-end communication systems.

In this paper, we address the problem of designing model-
free ML approaches to obtain the explicit stochastic chan-
nel for both SISO and MIMO systems. To the best of the
authors’ knowledge, model-free solutions have not been ex-
plored for MIMO systems, where the gains of end-to-end
learning may be larger due to the complexity involved in

such systems. Interaction between the multiple spatial streams,
the mismatch between components in the multiple RF chains,
makes the modeling more challenging but, at the same time,
the gains can be much larger.

The proposed neural network can learn complex stochas-
tic channel models and, together with previous works on
synchronization, equalization [2] and continuous transmis-
sion [12], improves the current state of the art of end-to-end
ML optimization algorithms. Our main idea is to learn the
conditional distribution of each symbol of the constellation
proposed by the transmitter (the encoder) using a neural net-
work to estimate the parameters of a mixture of Gaussian dis-
tributions, also known as Mixture Density Network (MDN)
[5]. We extend our previous work on SISO channels [14]
to learn the conditional distributions of MIMO channels by
defining a new neural network to estimate the parameters
of a mixture of multivariate Gaussian distributions. These
approaches allow us to learn the channel model from data,
while remaining differentiable when it is introduced in the
autoencoder structure since it remains in the form of a neu-
ral network. We prove the convergence of the neural network
output to the real channel distribution since its loss func-
tion is convex with a minimum value equal to the distribu-
tion’s entropy when the output distribution equals the target.
In contrast, with GAN-based approaches, the convergence
during training does not have a direct statistical meaning.
We study the capability of the proposed network to approxi-
mate simple channels and then extend the analysis to practi-
cal real-world mm-wave channels by means of experiments
using FPGA-based platforms for SISO [21] and MIMO sys-
tems [22], which integrate 60 GHz front-ends with phased
antenna arrays and are able to send/receive signals covering
2 GHz of bandwidth.

The paper is organized as follows. Section 2 provides an
overview of related work. Next, in Section 3 we introduce
the system model and present a neural network approach to
learn SISO and MIMO channels for end-to-end learning of
the wireless physical layer. We discuss the performance of
the proposed scheme in simulated and real-world channels in
Sections 4 and 5, respectively. Finally, we give concluding
remarks in Section 6.

2. Related Work

In recent years, ML has been applied to wireless phys-
ical layer design, showing that it is a promising and excit-
ing new field with a range of potential applications. It can
be used, for example, for modulation recognition with Deep
Learning (DL) using classification techniques [4, 33,41, 34].
Equalization and sampling synchronization have been ex-
plored in [13, 8, 43, 20]. It is also of interest to molecular
communications [25, 24, 31]. In this paper, we focus on full
end-to-end training of communication systems by means of
autoencoders [28, 29,2, 12,44,27,38, 26, 7], where thesym-
bol encoding and decoding is learned using ML.

Autoencoder training methods can be divided into two
categories: i) model-aware, in which a channel function is
defined analytically and ii) model-free, in which no analyti-
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cal function of the channel is needed and the channel is in-
stead approximated from the data itself.

2.1. Model-aware approaches

In [28], the authors use AWGN as a channel function
and show that the encoding and decoding obtained by train-
ing the autoencoder have no performance loss compared to
the baseline QPSK. In [2], autoencoder-based channel cod-
ing is shown to outperform QPSK over AWGN and Rayleigh
fading channels. Also more complex channel models con-
sidering up-sampling, pulse shaping, constant sample time
offset, constant phase offset, and CFO have been proposed
[12]. Once the autoencoder is trained offline with this chan-
nel model, the receiver network is fine-tuned using real data.
However, when tested with real hardware implementations,
the use of inaccurate channel models leads to performance
loss compared to conventional modulation schemes such as
M-ary Quadrature Amplitude Modulation (M-QAM). The
early work on end-to-end learning for SISO systems [28] was
extended to MIMO systems considering the case of multiple
spatial streams, with a Rayleigh fading channel as channel
model [26]. The results in [26] demonstrate gains for the
2 % 2 scheme with perfect Channel State Information (CSI)
at the transmitter. This closed-loop architecture is achieved
by concatenating the CSI with the symbols as inputs to the
encoder. Finally, [38] builds upon the work of [26] by car-
rying out a deeper study of the possible autoencoder archi-
tectures and benchmarking the gains for a 2 X 2 systems and
low-order modulations.

2.2. Model-free approaches

The first approaches to learn a differentiable channel model
were presented in [29, 44]. They are based on variational
GANS to learn the stochastic channel distribution. GANs
[16] are formed by a generator network and a discriminator
network that are commonly used in image generation. The
generator produces channel samples from a random noise
input trying to “fool” the discriminator with these samples.
The discriminator is optimized to differentiate between real
and generated samples. Variational GANs extend this con-
cept by adding a sampling layer to the generator network to
sample the latent representation space adding stochasticity
to the network. Variational GANs are used in [29] to learn
a differentiable channel model from channel data generated
from a simulated AWGN and an additive Chi-Squared chan-
nel with a Binary Phase Shift Keying (BPSK) system. A
review of this work [35] shows that this approach may not
be valid for a fading channel, even when the generator de-
grees of freedom are increased, and the generalization of this
approach to more complex channels and non-Gaussian chan-
nels may be difficult. Similarly, [44] uses GANS to learn the
channel for the autoencoder, but unfortunately the work does
not present metrics to evaluate whether the learned distribu-
tions match the channel, and the approach is not studied for
real channels.

In another model-free approach [2], the autoencoder net-
work is split between transmitter and receiver network func-
tions, which are jointly optimized by means of alternate train-

ing without a channel function. First, the receiver is trained
with the real gradient as it only requires information about
the channel output. Then, the transmitter is trained using a
gradient approximation obtained by sampling the channel.
In order to approximate the gradient at the transmitter, the
authors relax the transmitter output/channel input to be a ran-
dom variable x that follows a distribution 6(x—X), where § is
the Dirac distribution. They prove that if p(y|x) is differen-
tiable with respect to x, the gradient approximates well the
real gradient of the transmitter. However, this approach does
not allow to extract an explicit channel model.

Our approach differs from the works above in that we
provide a neural network that gives an explicit channel model.
furthermore, our approach provides statistical guarantees of
convergence to the correct distribution, unlike a generative
approach (e.g., using GANs [29]). Finally, we validate our
design on real channel traces from a mm-wave wireless testbed
while previous works performed experimental validation only
at lower frequencies [2]. The validation at higher frequen-
cies is interesting as, due to the higher frequencies, hardware
imperfections and non-linearities become more difficult to
model.

3. System Model

We first introduce the autoencoder architecture for end-
to-end optimization of the encoder and decoder and then
present our proposed approach to learn an explicit channel
model using a Gaussian mixture network [14]. We then in-
troduce the autoencoder architecture for end-to-end MIMO
optimization, extending the channel network model to sup-
port multiple spatial stream systems. We show how to train
the autoencoder with this Gaussian mixture channel network
and finally discuss how to speed-up the training using trans-
fer learning over the learned channel model.

3.1. Autoencoder model for SISO systems

Both model-aware and model-free approaches share the
same autoencoder architecture [15]. As shown in Fig. 1, a
simple point-to-point communication model consisting of a
transmitter, a channel, and a receiver can be modelled as an
autoencoder [28]. The autoencoder aims to obtain a com-
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Figure 1: Autoencoder structure with Mixture density channel
neural network

pressed representation of the input data. This is accomplished
by means of finding a low dimensional representation of the
transmitted bits at an intermediate layer, in this case a sym-
bol representation, which allows the reconstruction at the
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output with minimal error. The transmitter communicates
messages s € M = {1,2,..., M} to the receiver, making
use of N (2N) complex (real) channel uses. The transmitter
network 7" modulates this message into a symbol x = T'(s),
such that x € R2N, with certain constraints, such as an av-
erage power constraint E[x?] < 1 or amplitude constraint
|x;| <1 Vi. The channel takes x as an input variable, such
that its output y follows the conditional probability distri-
bution y ~ p(y|x). The receiver network R decodes y to
obtain an estimate of the original message § = R(y). T and
R are the functions corresponding to the networks of trans-
mitter/encoder and receiver/decoder inside the autoencoder,
as shown in Fig. 1.

3.2. Gaussian mixture channel network for SISO

We now describe how to obtain the Gaussian mixture
representation of the conditional distribution of the symbols
p(y|x), using our proposed model-free neural network ap-
proach. The Gaussian mixture network is trained using sam-
ples of the channel, which allows it to replicate any com-
munication channel. It further does not require any specific
properties of the conditional probability distribution p(y|x),
since the fully connected neural network approximation al-
lows backpropagation.

Statistical modeling of a variety of channels has been ap-
proached mathematically using finite mixture distributions
[36]. Gaussian mixture distributions are proven to approx-
imate any given density with arbitrary accuracy, as can be
shown using Wiener’s approximation theorem [32, 23]. For
this reason, a neural network that estimates the Gaussian dis-
tribution that best fits the channel is highly useful. The ad-
vantage of this approach compared to GANSs for learning the
channel is that the convergence of the neural network can be
proven to be related to the closeness of approximation to the
desired distribution in statistical terms, while with a GAN
the loss in training is not directly related to the statistical ap-
proximation of the channel distribution.

We make use of MDNs [5], consisting on deep neural
networks that estimate the parameters of the conditional dis-
tribution of a point. Unlike regression approaches, an MDN
not only learns the mean value of the distribution at each
point x but also the noise distribution, including the case of
continuous distributions. Therefore, the conditional proba-
bility density of the measured data is represented by

k
pOIx) = Y m()b(lx) (1)
i=1

where k is the number of mixture components, z; are the
mixing coefficients of the probabilities of drawing a sample
from each mixture component i, and ¢(y|x) are the kernel
functions representing the conditional densities of y. The
mixing coefficients satisfy Zle 7;(x) = 1. The kernel func-
tions are chosen to be Gaussian:
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Figure 2: Overview of the proposed channel layer using a mix-
ture density network to obtain the conditional distribution and
a sampling layer

Table 1

Channel layers: layers 1-7 are for parameter estimation of the
Gaussian mixture and layer 8 is a sampling layer of the esti-
mated distribution

Number Layers Di?nL:etnpsliJ(:ns

1 Input 2N

2 Dense (act = relu) Nyidden

3 Dense (act = relu) Niigden

4 Dense,, (act =linear) k-2N

5 Dense, (act = custom elu) k-2N

6 Dense, (act= softmax) k-2N

7 Concatenate [4,5,6] k-2N -3
8 Sampling layer 2N

where yu; and al.z are the mean and variance of each mix-
ture, respectively. The parameters that best fit the training
data will be the output of the neural network with input x,
as shown in Fig. 2. The MDN can approximate any condi-
tional density arbitrarily well by choosing a sufficiently high
number of hidden units [5].

The network architecture is presented in Table 1. It has
two main hyperparameters: the number of mixtures per con-
ditional distribution and the number of hidden units for lay-
ers 2 and 3, Ny;q40n- The input layer corresponds to the num-
ber N of complex channels uses with 2N input dimensions.
Then, layers 1 and 2 are two fully connected layers with uni-
versal approximation capabilities with relu activation func-
tions. The output of the fully connected layers is the input
to three different dense layers, one for each vector of param-
eters of the Gaussian mixtures y;, o;, 7; fori = 1, ..., k. The
output of each layer is the number of mixtures k& multiplied
by the number of expected outputs, which corresponds to the
real number of channel uses 2N. In order to ensure that the
7; € [0, 1] and they sum to unity, the activation of the layer
Dense,, is a softmax function:

eti

m=— 3)
i Z;(:] eZ/

where z; are the outputs of the previous layer. To avoid small
values in the variance, the outputs of the Dense, layer are
followed by an exponential linear unit elu activation func-
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tion:

ifz>0
ifz<0

z
R(z) = {a o @

where « is the scale of the negative factor. We customize the
elu activation function to ensure the positivity of the variance
outputs:

Reysom(z) = Rz)+ 1 +€ , Q)
where ¢ is a small constant.

Once the parameters of the mixture have been estimated
by layers 1 to 7, the sampling layer builds the conditional
density function p(y|x) for each input x, taking samples from
it to obtain y. We call the resulting deep neural network a
GM-Channel network.

3.3. Autoencoder model for MIMO systems

The end-to-end learning using an autoencoder presented
in [28] was extended to MIMO systems in [26, 38]. They
consider a MIMO system of Ny X Ny transmit/receive an-
tennas where each transmit antenna i sends symbols belong-
ing to an alphabet M, such that s; € M; = {1,2,..., M},
where M = 2K and k is the number of bits representing
each symbol. These symbols are used as inputs to the en-
coder using a one-hot encoding, similar to the SISO case.
Then, similar to the procedure presented in Section 3.1, the
encoder network modulates these inputs into N modulated
symbols [xy,...,xy, 1 = fr([s},...,sn,]) such that x; €
R2N, subject to certain constraints, e.g., an average power
constraint per antenna. These modulated symbols are then
passed to the channel. The receiver network observes the
resulting symbols [yy, ..., yy,] and passes them to the de-
coder to obtain a probability vector ¢ = fr([y;, .., yNR]),

ge[0,115M.

3.4. Gaussian mixture channel network for MIMO

In this section we extend the Gaussian mixture chan-
nel network presented in section 3.2 to learn MIMO chan-
nels. Considering the MIMO system described above, the
Gaussian mixture channel network for MIMO aims to learn
p(yilxq, ... ,xNT) fori € {1,..., Ny}, where x;,y;, € R2N
and N is the number of complex channel uses. As in the
SISO case, we approximate this by means of a mixture of dis-
tributions. A simple extension could be obtained by estimat-
ing the distribution of the received symbol y;, p(y;|x{, ..., x NT)
using an MDN and then concatenating the networks to ob-
tain samples from all symbols. The problem of concate-
nating multiple MDN networks for each symbol is equiv-
alent to learning a single mixture of multivariate Gaussians
with diagonal covariance matrices. However, this network
would not be good enough to learn distributions of sym-
bols that present correlation between the different distribu-
tions for each symbol, which is the case, for example, with a
Raleigh channel.

Consider a mixture of multivariante Gaussians to esti-
mate the conditional probability of the measured data as

k
p(yIx) = ) m(0B(yIx) 6)
i=1
where X is the vector [xq, ..., x NT]’ k is the number of mix-

ture components, and z; are the mixture coefficients, i.e., the
respective probability of drawing a sample from mixture i.
The kernels functions ¢(y|x) are multivariate Gaussians:

exp(—0.5(y — p;(x)" Z7 1 (x)(y — 4;(x))
Py = — - .0

V2o E )|

where y; and X, are the 2N dimensional mean vector and
the 2N X 2N covariance matrix, respectively. As in the
SISO scenario, the networks need to learn the parameters
that best fit the training data. However, different from the
SISO scenario, the means y; and the covariance matrices
%, are not treated as single scalar values. This is also the
case for the mixture coefficients z;. We denote this network
as the Gaussian Mixture MIMO Channel (GMM-Channel)
network. By definition, covariance matrices need to be sym-
metric and positive semi-definite [11], and the problem at
hand, the outputs of the network would not necessarily com-
ply with this. Tu ensure that we learn valid covariance ma-
trices, we use a parametrization of the covariance matrix.

3.4.1. Re-parametrization of the covariance matrix
In order to construct a covariance matrix that is sym-
metric and positive semi-definite, we consider the Cholesky
decomposition of %;:
I, =LL; . ¢))
L, is a lower triangular matrix with real and positive diag-
onal entries and L} corresponds to its conjugate transpose
[18]. Then, to construct an Ny X N covariance matrix that
complies with the above requirements, it is enough to learn
Np(Nr + 1)/2 parameters corresponding to the entries of
the lower triangular matrix L;. To ensure the positivity in
the diagonal parameters, we use the custom activation func-
tion defined in Equation 5 on the outputs of the dense layer.

3.4.2. GMM-Channel network architecture

The GMM-Channel network architecture is presented in
Table 2. It has two main hyperparameters: the number of
mixtures per conditional distribution and the number of hid-
den units for layers 2 and 3, Nyj;qq.n- The design of the net-
work is presented in Fig. 3. The inputs to the network are
the concatenated real and imaginary parts of the symbols.
These are then passed through two fully connected layers and
the output of these layers is fed to four different dense lay-
ers. The outputs of the first dense layer are k-mean vectors y
corresponding to the means of the k multivariate Gaussian
mixtures. The outputs of the second dense layer are the k
mixture coefficients z. The last two dense layers have out-
puts corresponding to the diagonal elements and the lower
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Table 2

GMM-Channel network architecture: layers 1-8 are for param-
eter estimation of the multivariate Gaussian mixture and layer
9 is a sampling layer of the estimated distribution

Number Layers Di?wl;trZijc:ns
1 Input 2N,
2 Dense (act = relu) Niidden
3 Dense (act = relu) Npidden
4 Dense,, (act =linear) k-2N;
5 Dense,;;, (act = linear) k-N;(2N;—1)
6 Dense,;_, (act = custom elu) k-2N;
7 Dense, (act= softmax) k-2N;
8 Concatenate [4,5,6,7] k-2N; -3
9 Sampling layer 2N

triangular elements of the k matrices L;. From this, the co-
variance matrices are obtained as in Equation 8. The outputs
of the network are used to construct a multivariate Gaussian
mixture model and samples of the channels are obtained by
sampling this mixture.

3.5. Transmitter and receiver networks

To obtain the full autoencoder structure together with
the proposed Gaussian mixture channel layers, we need to
implement the transmitter and receiver layers of the autoen-
coder. A generic architecture of the transmitter and receiver
networks is presented in Fig. 1, where the channel network
corresponds to the Gaussian mixture layers described in Sec-
tion 3.2. The input to the transmitter is an one-hot encoded
vector, followed by multiple fully connected layers and a nor-
malization layer, that restricts the average energy per sym-
bol or amplitude per channel use. The receiver architecture
is formed by a succession of dense layers and a final dense
layer with a softmax activation function, ensuring that the
output of the autoencoder is a probability vector. Outside
of the autoencoder network, the maximum of this vector is
chosen as an estimation of the transmitted message. This
argmax activation is not included in the network as it is not
differentiable. The effects of the transmitter and receiver that
are unknown or not differentiable are included as channel ef-
fects.

3.6. Training methods

In this section, we first show how to train the model-free
autoencoder with the channel network and then discuss how
to train the GM-channel network for a specific channel. Note
that the training of the GMM-channel network is equivalent
and for simplicity we do not explicitly mention it in this sec-
tion. We also propose an improved training for static chan-
nels that allows to faster train the model-free autoencoder.
Finally, we discuss how to speed up the training for time-
varying channels with a transfer learning approach, which
further reduces the training overhead.

GMM-

[XtR,..xNR, X1, XN ]
Network

l1 0 0.
(I21 22 )
et

| Dense p || Dense 1T || Dense Zi=i || Dense Zi>j
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.....................................................................

Sampling multivariate Gaussian
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Figure 3: Graph of the Gaussian Mixture MIMO Channel Net-
work

In general, model-aware training is faster than model-
free training. For a model-aware approach where the channel
is known and static, the autoencoder is trained once for N,
epochs and a training time ¢,. For our model-free approach,
the channel network needs to be trained at each epoch of the
autoencoder training, in order to learn the channel for the
chosen modulation of the encoder. Therefore, training the
model-free network will take the time to train the autoen-
coder plus the training time of the channel network at each
epoch, t, + N, - t.. However, . < t,, since the network
is significantly less complex than the autoencoder network
and Gaussian parameters can be estimated with a small sam-
ple size, which makes the channel network converge much
faster.

The training of the full autoencoder structure with the
GM-channel network is described in Algorithm 1. First,
the modulation of the encoder network is obtained by sam-
pling the possible messages s € M. Then, the obtained
symbols {x7} are passed through the real channel to obtain
training samples for the channel network {y?}. The GM-
Channel network is trained with these samples as described
in Section 3.6.1. The GM-Channel network is passed to the
autoencoder and the weights corresponding to these layers
are frozen. The autoencoder network is updated by a single
step of SGD. Since the encoder and decoder have been up-
dated, the modulation constellation has changed and there-
fore the weights of the GM-Channel network need to be re-
initialized. This process is done iteratively for every epoch.
The autoencoder is trained using the cross-entropy loss.

3.6.1. Training the channel network

We now discuss how the GM-Channel network is trained
and the loss function used. The network training includes
the layers 1-7 described in Table 1, since the last layer is a
sampling layer that will only be used when training the full
autoencoder model. As described in Algorithm 1, the train-
ing data for the GM-Channel network is {x9, 7}, where the
{x49} correspond to the constellation points obtained from
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Algorithm 1: Training of the autoencoder with the
GM-Channel Network
fori=1: Ng,,, do
Obtain modulation x? = Encoder ({s7})
y?=Sample channel ({x?})
Train GM-Channel Net({x4, y7})
Freeze weights of GM-Channel Net
Train autoencoder(GM-Channel Net,{s9})
Initialise GM-Channel Net weights
end

the encoder and the {y?} result from passing the constella-
tion points trough the channel A(x).

Note that the output of the GM-Channel network con-
sists of the parameters of the Gaussian mixtures of the con-
ditional distributions and not the samples of the network. For
this reason, the loss is calculated as the probability that the
training outputs {y?} are sampled from the predicted distri-
bution, as we explain next. The training loss is calculated as
follows. The predicted value y.q obtained from inputting a
symbol x to the GM-Channel network contains the concate-
nated parameters of the Gaussian mixture as:

pﬂf,...,ﬂ'z] . ©)

— P p. P .
Ypred = [M1,~--,ﬂk,61,...,0'k,

A mixture model is constructed from these components,
where p indicates that these are the predicted values from
the network. The loss is defined so as to maximize the like-
lihood L, that given x, the n training output data samples
were sampled from the distribution

L=11]pr0Nx7 , (10)
g=1

which is equivalent to minimizing the negative logarithm of
L. Therefore, the loss can be written as:

L) == Y, log p(#1x")
q

n k
== ; log (Z nf(x%f(yqlxq))

i=1

(11)

We denote the actual conditional probability density func-
tion by p(y|x). We now prove that with this loss function, by
increasing n and ¢, the solution converges to the real prob-
ability with a loss value equal to the distribution’s entropy.
This is important since it relates the loss function conver-
gence to the closeness of the approximation to the desired
distribution.

Theorem 1. The loss function L(p) defined above is convex
and it is minimum when p(y?|x?) is equal to the actual prob-
ability almost everywhere (over its whole domain but for a
null-measure set of points).

PROOF. Since the negative logarithm is convex in the field
of distributions over RY , and the sum of convex functions is

also convex, then our defined loss function
1 n

L(p)=—- 1 9| x4

() " zq og p(y?]x7)

is convex over the space of possible distributions p(y?|x9).
To prove the minimum point, note that when increasing n,
the loss function converges uniformly to E(—log(p(y|x))),
because the numerical mean converges to the statistical mean.
We will prove that for every distribution p(y|x) that is differ-
ent from the real distribution p(y|x) in a non-null measure
set, the inequality A(X) — E(—log(p(y|x))) < 0 holds and
since for p(y|x) = p(y|x) the equality is satisfied because
h(X) = E(—log(p(y|x))) is the differential entropy defini-
tion, the proof will be complete.

h(X) - E(=log(p(yx)) = EogP¥2y (12
p(ylx)

Since the logarithm is a strictly concave function, if p(y|x)

and p(y|x) are different in a measurable set, then PO iy

p(y1x)
not be constant in a non-null measure set. Thus, applying
Jensen’s inequality for strictly concave functions we have

that

1) PO Ny —
Edog (750 < log(®(Z /)

log(/ B8 p(y1x)) = log(/ p(¥1x))) = log(1) =0 .
(13)

Note that the inequality is strict because Jensen’s inequality
only holds as equal when the values it is applied to are con-
stant almost everywhere except for a null measure set (which
is the case here).

For each epoch of the autoencoder network, the gradient
is updated and the transmitter weights are updated, changing
the modulation obtained at the transmitter. Therefore, the
GM-Channel network would have to be retrained. If train-
ing time is not an issue, or the channel is not static, we retrain
the network as presented in Algorithm 1. Under the assump-
tion of a relatively static channel, however, we can take ad-
vantage of the extrapolation capabilities of neural networks
and learn a generalized channel by changing the training to a
generalized constellation. This way, the channel layer does
not have to be retrained as explained in the next section.

3.6.2. Generalized training of the GM-Channel
network

In cases where the channel does not change significantly
over the training time scale, or we are interested in optimiz-
ing the hardware imperfections that remain unchanged with
environment changes, we can speed-up the process by train-
ing a generalised GM-Channel network. In this case, the
GM-Channel network is trained only once prior to training
the autoencoder and thus has to include a sufficiently large
set of points sampled from the channel. This avoids retrain-
ing the GM-Channel network for every update of the autoen-
coder by learning the distribution across the whole channel
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Figure 4: Loss of the autoencoder trained with the generalized
channel layer with different channel sampling options

and not only at the chosen constellation points. This reduces
the total training time of the model-free approach to 7, +7,..
In systems with quadrature phase keying, the quadrature and
phase values are limited in range, say x € [—1,1]. With
sufficient training samples, the neural network can learn the
distribution of the channel for the range of values of ampli-
tude and phase, and extrapolate the conditional distribution
of the unknown values.

We compare different options for sampling the space:
sampling uniformly, using grid sampling, and with a random
constellation initialization of the encoder network. We use
the same number of training points sampled and the same
channel model to obtain the GM-Channel networks that are
then used to train autoencoders with a 4-point constellation.
As shown in Fig. 4, the autoencoder loss is lowest for the
GM-Channel network trained with grid sampling.

3.6.3. Reducing training overhead in time varying
channels

In the case where the channel varies due to environment
changes, the channel network needs to be retrained. Having
an explicit channel model in the form of a neural network
allows to use transfer learning approaches to more rapidly
adapt to these changes. Current literature on autoencoder
end-to-end optimization has focused on offline training, which
cannot be applied to time-varying channels. However, model-
aware approaches could be adapted to channel changes within
the same channel model by estimating the parameters of the
channel functions and retraining the autoencoder model. Sim-
ilarly, for our model-free approach, the channel network needs
to be trained on new data whenever the channel changes, and
then the autoencoder is retrained with this updated channel
network. However, training takes place on longer time scales
than the duration of a frame, and additional measurements
need to be obtained from the channel in order to train the
GM-Channel network.

Therefore, the required number of channel samples and
the time to train the channel network are critical, as this af-
fects how often the model can be updated. This time can
be reduced by using transfer learning to learn the new chan-
nel with a minimum number of samples. Having learned
an initial channel, the new channel can be approximated by
the previous channel network trained with the new chan-
nel’s samples. This approach is known in transfer learning as

model reuse. It avoids training the model from scratch with
a larger dataset, which would take longer to obtain. In the
following evaluation, we show results for per-epoch training,
training with a generalized channel model, and training with
model reuse.

4. Evaluation of the channel network

We present the evaluation of the proposed channel net-
work for SISO and MIMO systems. For both cases, we im-
plement the GM-Channel/GMM-Channel networks and the
autoencoders using the Tensorflow framework [1].

4.1. Measuring the divergence between channel
distributions

To measure the divergence between our distributions we
use the Kullback-Leibler metric. This metric measures the
relative entropy between two distributions p and g. The re-
sulting value is zero when the two probability distributions
are strictly equal. For discrete probability distributions, it
corresponds to:

Der(pll) = Y, px)log <’&)

= 9(x) 4

To estimate Dy (p||q), we use the method proposed in [30].
This method allows to estimate the KL-divergence directly
from the samples of the distribution and removes the step
of estimating the densities first by using k-nearest neighbor
density estimation.

4.2. SISO evaluation

We evaluate the accuracy of the GM-Channel SISO net-
work using a Quadrature Phase Shift Keying (QPSK) mod-
ulation over an AWGN channel. In this case, the expected
parameters of the Gaussian mixtures are known and can be
evaluated. Then, we show the benefits of having an explicit
channel model for the case of time-varying channels. We
compare the end-to-end autoencoder trained with the GM-
Channel network to the corresponding model-aware approach
and QPSK modulation.

4.2.1. AWGN channel
Let us consider QPSK modulation and an AWGN chan-
nel. The transmit symbols are

x € {[-1, 1, [1,1],[-1, -1}, [1,-11} ,

such that y = x + n, where y is the received symbol and n
represents the circularly symmetric complex Gaussian noise.
The corresponding probability distribution p(y|x) is equal to
N (0, 62), where 62 corresponds to the noise variance. Here,
we use a ¢ that results in an SNR of 7dB. We learn the
channel with the GM-Channel network, with Ny;44e, = 20
and one Gaussian mixture k = 1 as the parameters of the
distribution. Fig. 5a shows the simulated symbols (green)
and sampled symbols from the learned GM-Channel net-
work (blue). As we can observe, the sampled symbols match
well the distribution of the simulated symbols. Fig. 5b shows
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(a) (b)

Figure 5: (a) Measured (green) and sampled symbols using
the GM-Channel network (blue) (b) Conditional channel dis-
tribution p(y|x), learned with the GM-Channel network for each
symbol

the conditional distribution learned for each symbol, aiming
to show the nature of the GM-Channel network. We evalu-
ate the convergence rate to the correct distribution using the
KL-divergence and the loss function. Fig. 6a shows the KL-
divergence during training, averaged over different initializa-
tion seeds of the network. The value of the KL-divergence is
shown every 50 gradient updates of the model. The shaded
areas around the curve correspond to one standard deviation.
For the AWGN channel considered, the KL-divergence con-
verges quickly to zero within the first 10 epochs. Fig. 6b
shows the convergence of the loss function. The loss func-
tion converges to the entropy, A, of the real channel distri-
bution, where A(x) = 0.429 and the loss £ = 0.433. This
result matches the results presented in Theorem 1.

4.3. MIMO evaluation

We evaluate the accuracy of the GMM-Channel MIMO
network using a Rayleigh fading channel, as in this case the
distribution p(y|x) can be calculated. Then, we compare the
performance of the GMM-Channel Network for the MIMO
autoencoder to a model-aware approach for the open-loop
case.

4.3.1. Evaluation of GMM-channel network over a
Rayleigh fading channel
We consider a 16-QAM modulation and we generate sam-
ples of the channel as y = Hx + n where His an Nz X Ny
channel matrix with circularly symmetric complex Gaussian
values of zero mean and unit variance, x € CNT is the vec-
tor of the transmit symbols and n € CM7 is the vector corre-
sponding to the additive white Gaussian noise. The probabil-
ity distribution is p(§|x) ~ N'(§; 0, %(XXT + JxxJT) + 621),
where y is a 2 — Ny dimensional vector whose components
are the concatenated real and imaginary parts of y and J =
(I) _OI> This probability distribution is obtained using
the property of the sum and subtraction of random variables.
We learn the parameters of the distribution training the GMM-
Channel network. In order to measure the accuracy of the
parameters estimated by the network, we consider the KL-
divergence measure defined in Section 4.1 for the distribu-
tions p(y|x) and p(y|x), the estimated distribution from the

1.0 \\ --- AWGN (SISO) \\ ——= Losk AWGN
. \ 2 | --- Entropy Bound
¥05 \‘ g 1
\ 2 !
\ 1
o 1 “
0.0 S \
0 10 20 M
steps 0 10 20

steps

(b) Loss function of the GM-
Channel network converges to
the entropy of the channel

(a) Convergence of the
loss during training of the
GM-Channel network on an
AWGN channel

Figure 6: KL-divergence and loss during training for the AWGN
SISO channel

GMM-Channel network and the real true distribution (which
is known in this case) using 2'® samples. Fig. 7 shows the
KL-divergence during 20 epochs of the GMM-Channel net-
work training, considering the 2x2 MIMO channel, i.e., Ny =
Npr = 2. Fig. 7 shows multiple measurements per epoch,
where the shaded area corresponds to one standard devia-
tion obtained by means of training the multiple channel net-
works. We show these results for batch sizes B = {4096}.
We note that the KL-divergence converges to zero during
training, which indicates that the distribution learned by the
GMM-Channel network converges to the real distribution
of the data. However, the convergence is slower than in
the SISO case. We believe this is due to the network ar-
chitecture being larger and therefore having more trainable
parameters to adapt. Furthermore, the variation of the KL-
divergence during the training is larger for earlier epochs
which we also attribute to more trainable parameters and
therefore more possible configurations of these in the earlier
epochs. Fig. 8 shows the loss of the GMM-Channel network
for the Rayleigh fading channel model. For this 2x2 MIMO
scenario, the more complex distribution leads to slower con-
vergence, compared to the SISO autoencoder with AWGN.

5. Experimental validation

One of the main advantages of using model-free approa-
ches for ML-based wireless systems is that the autoencoder
can be optimized for real channels that include the non-linear
effects and other imperfections from the wireless channels
and RF front-ends. Using our GM-Channel and GMM-Channel
networks, it is possible to obtain the conditional distribution
of the channel based on experimental data, not only for SISO
systems but also for more complex MIMO networks, where
the interactions between the different RF front-ends make
the problem more challenging. The data extracted from ex-
perimentation with real hardware contains invaluable infor-
mation (signatures) about channel non-linearities and the ef-
fects of hardware imperfections. Those are not always fully
corrected using conventional processing algorithms, as the
analytic expression of these imperfections may be unknown
or difficult to obtain.

To test our proposed approach on real mm-wave chan-
nels, we consider two different scenarios: SISO and 2x2

D. Garcia et al.: Preprint submitted to Elsevier

Page 9 of 13



Model-Free Machine Learning of Wireless SISO/MIMO Communications

0.4 ---- Raileigh

0.3

0.2 \‘\

0.11 \\\

ool —
0 20 40 60 80

steps

Figure 7: Convergence of the Kullback—Leibler divergence dur-
ing training for the 2x2 MIMO Raileigh Channel using 16QAM
symbols

MIMO. In order to capture the effects of working on dif-
ferent hardware platforms, we implemented our approach in
two different testbeds. i) For the SISO case, we use the mm-
FLEX platform [21] which integrates a powerful FPGA-based
baseband processor, capable of transmitting, receiving and
processing I/Q samples occupying 2GHz of bandwidth. The
testbed integrates a processing system connected through a
PClIe interface which allows real-time system configuration
as well as data up/downloading from the onboard DDR mem-
ory. The baseband processor is connected to a 60GHz RF
front-end with 16416 element phased antenna arrays [37]
with analog beamforming capabilities. ii) For the MIMO
channels, we use the Xilinx ZCU111 RFSoC evaluation board
[42] as baseband processor. The RFSoC integrates FPGA
logic, 8 ADCs, 8 DACs as well as a multi-core ARM pro-
cessing system, constituting a complete system-on-a-chip plat-
form. We enhance the functionality of the platform to sup-
port up to 4 concurrent spatial streams' in both transmit and
receive chains, each one with 2 GHz of bandwidth. Each
spatial stream is connected to a 60 GHz front-end [37], con-
stituting a full-bandwidth mm-wave MIMO experimentation
platform. The 60 GHz front-ends for each spatial stream at
the device (transmitter or receiver) are fed with a common
low-frequency clock (45MHz). Therefore, we have phase
noise and carrier frequency offset effects between all stream
combinations, making it harder to mitigate with conventional
signal processing approaches. Note that the clock is only
shared across the streams of a single device, i.e., each de-
vice has its own clock source and transmitter and receiver
themselves are not clock synchronized, as is the case in real
wireless deployments.

Using the GMM-Channel network obtained from train-
ing on these testbeds, we then train a MIMO autoencoder
network, using the architecture described in section 3.3.

5.1. 16-QAM model from real SISO mm-wave
channels
To perform this experiment, we generate random bits
which are then 16-QAM modulated and grouped in blocks

Each stream requires 2 ADC/DAC for the I and Q channels.
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Figure 8: Convergence of loss during training for the 2x2
MIMO Raileigh Channel

of 448 symbols, preceded by a guard interval of 64 symbols,
according to the IEEE 802.11ad PHY specification [17]. We
group 9 of such blocks in a packet, which is preceded by a
preamble that follows the structure of IEEE 802.11ad sin-
gle carrier frames [17]. The purpose of the preamble is to
perform time synchronization, estimate and compensate the
coarse CFO, and perform channel estimation and equaliza-
tion. The packets are transmitted over a 2.16 GHz channel
in the 60 GHz band, as defined by the IEEE 802.11ad stan-
dard. Fig. 9a shows the IQ constellation of the received data
which is used to train the GM-Channel network. We observe
that despite the corrections made using the packet preamble,
the constellation points around the corners are distributed
towards the center, in contrast to the remaining points in
the constellation. Such effects are produced by saturation
of the power amplifier and non-linear gains, among others,
which elongate the distributions of those symbols more in
one dimension than others. The learned distribution is pre-
sented in Fig. 9b, where the sampled points obtained from
the GM-channel network are shown in green and the real
distribution is shown in blue. We observe that each sym-
bol’s distribution is accurately approximated. We also ob-
serve that the symbols in the corners are offset towards the
center of the constellation diagram. These elongations are
due to non-linearities of the power amplifiers and are well
captured by the model. However, other non-linear effects
such DA/AD quantization noise and non-linear converter re-
sponse can not be easily appreciated from the constellation
diagrams. To this end, we include a convergence analysis
and mean-variance error calculations to validate the channel
network.

This result shows that the GM-Channel network can re-
produce the stochastic channel even for the symbols in the
corners, which would not be captured with a simple AWGN
channel model. To obtain a measure of the accuracy of the
learned distributions, the mean and variance of the measured
distributions are compared to the parameters estimated from
the GM-Channel network. In total there are 32 parameters,
corresponding to the 16 symbols and 2 dimensions. We com-
pare the parameters of the real samples to the mean and vari-
ance parameters by sampling the learned distribution of each

D. Garcia et al.: Preprint submitted to Elsevier

Page 10 of 13



Model-Free Machine Learning of Wireless SISO/MIMO Communications

Absolute Error

(a) 16-QAM real data

(b) Learned channel data

0.03 T

(c) Mean and variance error of the
symbol conditional distribution

—+— Mean 6 —_—
—6— Variance | |

H
w N = O

0 2 4 6
steps

[}

Parameter

(d) KL convergence during training
for different symbol’s distributions

Figure 9: Results of the 16-QAM channel measurements obtained using the experimental
setup and learned with the GM-Channel network

symbol. The results of the absolute errors are presented in
Fig. 9c. Both, the variance and mean have very small errors
considering the scale of y, showing that our model is able to
accurately reproduce the characteristics of the real channel.

Finally, Fig. 9d shows the KL-divergence during train-
ing of four different conditional distributions of the 16-QAM
(corresponding to four symbols) over 10 steps, where each
step corresponds to 50 gradient updates of the GM-Channel
network. It can be observed in Fig. 9d, that the KL-divergence
quickly convergences to zero for all distributions, meaning
that the GM-Channel network’s distribution of the symbols
is very close to the real symbol distribution.

5.2. QPSK/16-QAM model from real 2x2 MIMO
mm-wave channels

To perform this experiment, we generate random bit se-
quences for each of the spatial streams, which are then mod-
ulated using QPSK and 16-QAM modulation, respectively.
These symbols are grouped in blocks of 448 symbols per
spatial stream and, as in the previous section, they are pre-
ceded by a guard interval. These blocks form a packet which

is preceded by a preamble that complies with the IEEE 802.11ay

standard [19] for MIMO transmissions. The preamble con-

sists of complementary Golay sequences on each spatial stream.
The packets are transmitted concurrently using the MIMORPH

testbed [22]. We test two different use cases: a high-power
(HP) scenario corresponding to an average SNR of 18dB,
and a low-power (LP) case corresponding to an SNR of 8dB.
The SNR of the link is adjusted by changing the gain of the
power amplifiers on the transmit RF front-ends. This results
in a total of 4 cases: QPSK with HP or LP and 16-QAM
also with HP orLP. The GMM-Channel network described
in section 3.4 is used to learn the four different channels and
it is trained with a total of 30000 samples per symbol. The
results for KL-divergence during training and the training
loss are presented in Fig. 10. Specifically, Fig. 10a shows
the KL-divergence for one conditional distribution during
training for the 16QAM HP/LP cases, estimated with 30000
samples. The shaded areas correspond to one standard de-
viation in each direction, as in the previous sections. This is
obtained by training the network multiple times and evaluat-
ing the KL-divergence every 50 gradient updates. These re-
sults show that the KL-divergence converges to zero for both

networks. However, we observe that the LP network shows
a greater variance on the first training steps and achieves a
lower value of the KL-divergence KL = 0.018 compared
to the HP curve that achieves 0.048. These values are very
close to zero and therefore the network’s estimated parame-
ters are close to the parameters of the real distribution. The
gap can be reduced by considering a larger number of sam-
ples. Similarly, the results for QPSK HP/LP constellations
channels are shown in Fig. 10b. The KL-divergences also
converges to zero at a similar rate to that of the previous
experiment. Even considering that the wireless channel re-
mains stable (for the same SNR value) over the transmission
of the 16-QAM and QPSK frames, the distributions learned
could be different since the quantization of the ADC’s and
other hardware impediments are more harmful for a denser
constellation, as in the 16-QAM case. We also observe that
compared to Fig. 7, the variance of the KL-divergence dur-
ing training is smaller, since the Rayleigh fading channel is
more difficult to learn. The training losses of the different ex-
periments are presented in Fig. 10c. Each experiment’s loss
converges to a different point corresponding to the entropy
of the learned distributions.

We conclude from this section that for both SISO and
MIMO channels the GM and GMM-Channel networks ap-
proximate well the real channels as in both cases the KL-
divergence converges to zero for the approximated distribu-
tions of the different channels.

6. Conclusions

In this paper, we introduced and experimentally validated
a new model-free approach to learn the conditional channel
distributions of end-to-end communications systems. The
proposed GM-Channel and the GMM-Channel networks for
SISO and MIMO, respectively, allow to learn complex stochas-
tic channel models from data without the need for a para-
metric model. These networks can be paired with an au-
toencoder to optimize the physical layer of communication
systems for real-world deployments. The key novelty is ob-
taining an explicit channel model, which allows the use of
transfer learning for faster retraining under changing chan-
nel conditions. This work also presents the first model-free
approach targeting MIMO channels. Additionally, we show
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Figure 10: Results of the 16-QAM channel measurements obtained using the experimental
MIMO setup and learned with the GMM-Channel network.

that our model has statistical guarantees of convergence to-
wards the real distributions, unlike prior approaches. We test
the GM-Channel and GMM-Channel networks on simulated
and real channels from experimental platforms, and the re-
sults confirm the practicality of our approach. The training
shows convergence of the KL-divergence to zero for all ex-
periments, i.e., the trained channel network matches the real
channel distributions. We believe these end-to-end learning
methods will become increasingly important in future gen-
erations of wireless networks, where the system complexity
will increase due to a higher number of antennas, higher fre-
quencies, wider bandwidths, and more complex hardware,
making ML-based physical layer design highly appealing.

For future research, we aim to more deeply investigate
transfer learning for time-varying channels, and to learn and
optimize end-to-end autoencoders in real-time. Another in-
teresting future direction is to join the GM/GMM-Channel
networks with recurrent neural networks, which can capture
temporal dependencies between symbols, e.g., from inter-
symbol interference and fading.
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