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Abstract

An important issue in complex networks is to find efficient strategies for infor-
mation delivery between a given sending node and its destination host. Whereas
there is no doubt that the use of the congestion provides significant advantages for
routing, it has been observed that there are some factors that greatly influence the
behavior of the routing protocols that use it. In this paper we study the effect of
two factors that greatly influence the behavior of congestion-aware routing proto-
cols: updating all the paths at the same time and using information from a subset
of the nodes to compute the paths. On one hand, we give explanations to these
behaviors and, on the other hand, we quantitatively evaluate the effect of these
factors on the performance of the routing protocols.
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1 Introduction

Complex systems play an important role in our daily life, so that their under-
standing and control is one of the major intellectual and scientific challenges
today. Indeed, traffic dynamics on complex networks have attracted much
attention in the last years, especially as many real-world networks such as
the Internet [14], city transport [18], epidemic spreading [15], management
of organizations [19], etc., can be modeled by scale-free networks [3]. Since
the main function of a network is for transporting various objects, such as
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data packets in telecommunication networks, and cars in city transport net-
works, then being able to guarantee a high traffic capacity is a critical issue
to network service providers. This is even more important considering that,
without any control, networks can be easily congested, beginning with rapid
traffic aggregation on some central nodes and then later rapid spreading to
the whole network. Therefore, an issue that has attracted the attention of the
research community interested in complex networks is to find efficient strate-
gies for information delivery between a given sending node and its destination
host [1,6,13]. To this end, a number of protocols for the dissemination of in-
formation (i.e., routing protocols) has been developed in the last few years.
Many networks use routing strategies that, either implicitly or explicitly, are
weighted in nature. The main idea of such weighted routing is to assign a
(possible different) weight to all the links in the network, and then to select a
path that minimizes some function that will depend on the weights assigned
to the links that form the path. Examples of such strategies are the shortest
path routing between any two nodes of the network [10], which is implemented
by assigning the same weight to all links. Yan et al. provide a routing strat-
egy [20] in which the path between node i and node j corresponds to the
route that makes the sum ψ(µ) =

∑
(km)µ a minimum, where µ is a tunable

parameter and km is the degree of node k for all the nodes in the path from
node i to node j. The rationale behind this approach was to assign bigger
weights to well connected nodes, which are expected to be more congested. A
similar approach was proposed by Yang et al. [21], in which the weights are
assigned taking into account the product degrees of the nodes that form each
link (namely,

∑
(kikj)

θ, for each pair of adjacent nodes i and j). Furthermore,
they show how to determine the optimal value of the parameter θ. In [17], the
authors extended the previous degree-based weighting scheme to interdepen-
dent networks and demonstrated that there still exists an optimal weighting
parameter on interdependent networks, but it might shift as compared to the
case in isolated networks. In order to make the costs of paths in networks more
comparable, Pu et al. [16] proposed a similar routing strategy in which they
used log(log(km)) instead of km. As a result, high-degree nodes have more op-
portunities to be part of the optimal paths to deliver packets, and they found
that the traffic load is more evenly distributed.

Unlike the previous strategies, which assign weights based on some properties
of the network (and, therefore, the routes between each pair of nodes remain
fixed), in [5] the author proposed a routing strategy that selects the paths
according to the congestion of nodes in the network. In the proposed algo-
rithm the routes do not remain fixed, but they dynamically change over time
to adapt to traffic changes. We say that such routing protocols are congestion-
aware, since, at each time instant, the election of the paths followed by packet
will depend on the congestion of the nodes/links that such a packet will tra-
verse. In [12], the authors consider a congestion-aware strategy in which the
routing process is decomposed into N (the network size) steps and, at each
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step, we compute all paths or calculate the spanning tree for one source node
by considering dynamic betweenness centrality and degree information. Now,
the goal is to minimize cost function

∑
(Bs

xvDxv)β at each step, where Bs
xv

is the dynamic efficient betweenness of node xv in the computing process for
source node s (which is calculated incrementally in the routing process for
all nodes of the network), Dxv is the degree of node xv, and β is a tunable
parameter. The found that traffic capacity can be enhanced by a substantial
factor at the cost of a slight lengthening in transition delay. Recently, in [8]
the authors introduced a new routing congestion-aware routing protocol that
has been shown that provides a tolerance to collapse close to the optimal
and short paths (the optimality of the protocol was obtained by comparing
it against the global optimization performed by Danila et al. [7], which sys-
tematically adjusts the traffic routing to minimize the maximum congestion
on the network).

Our contributions

Whereas there is no doubt that congestion-aware routing provides significant
advantages (see the references presented above), we have identified two factors
that can greatly influence the behavior of the routing protocols that use it.
Namely:

(1) Updating all the paths at the same time: contrary to what one would
expect, we have found that when all the paths that packets follow are
calculated immediately (by using the current congestion of nodes), this
causes a significant decrease in the collapse points.

(2) Using information from a subset of the nodes: although it seems clear
that the more that is known about the congestion of the nodes the bet-
ter the protocol will work, we have found that no relevant benefits are
obtained unless the known nodes are chosen in a smart way; otherwise,
the obtained benefits are marginal. This also applies when the protocol
loses information from a subset of nodes: a few nodes, chosen in a smart
way, could provoke a big degradation, which doesn’t happens if they are
chosen in a random way.

For these factors and by means of a series of experiments, we quantitatively
evaluate how they affect the performance of the routing protocols and give
explanations of the reasons for such behaviors. At this point, we would like to
mention that, rather than proposing a new routing protocol, our goal in this
paper is to look into some factors that can affect the behavior of all congestion-
aware routing protocols (i.e., those that take into account the current conges-
tion of the nodes to decide the route followed by packets). Therefore, to a
greater or lesser extent, these factors affect all of them.
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In Section 2, we describe both the system model and the congestion-aware
routing protocol. A performance evaluation is carried out in Section 3, where
we also analyze the reasons for the results obtained. In Section 4, we end the
paper with some conclusions.

2 Model

We consider a system model similar to the one used in [2,11]. Such a system is
formed by a network that contains a set of nodes/vertices interconnected by
means of links/edges. In such a scenario, the information flowing through the
network is formed by discrete packets sent from a source node to a destination
node. Each node has a double function: (i) it acts as source and sink of packets,
and (ii) it also acts as a router that receives packets from other nodes, selects
output links according to a routing strategy, and forwards the packets through
these links.

In the system, nodes are independent agents that have a limited capacity to
process and forward packets, independently of their load (i.e., the volume of
arriving packets). Such a limitation can result in packets to be stored at nodes,
pending to be processed. We assume that nodes can store as many packets as
necessary. We also assume that time is slotted, and that in each time slot a
node can generate and send at most one packet.

In order to regulate the load of the system, we bound probabilistically the
number of packets that nodes can generate with a parameter ρ. Hence, we
consider that at each time t, a packet is created at every node with probability
0 ≤ ρ ≤ 1: small values of ρ correspond to low density of packets and high
values of ρ correspond to high density of packets. When a packet is created
at a node, a destination node is chosen uniformly at random. Then, a path in
the network from the node to the destination node is selected by the routing
algorithm, and the packet is sent over this path. Once the packet reaches the
destination node, it is delivered and disappears from the network.

Assuming the processing power (i.e., the capacity) of nodes to be one packet
per unit of time, we have that node i collapses when the number of packets to
be processed at node i exceeds, on average over time, the rate of one per unit
of time. We say that the network collapses when at least one node collapses;
otherwise, we say that the network is fluid. The value of ρ at which the network
collapses is called its collapse point (denoted as ρc).

A commodity from node a to node b refers to the set of packets generated at
source node a, that must travel to the destination node b. These packets will
follow an associated path (the links along which these packets will be sent),
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which is computed by the routing algorithm and may vary over time. In our
work, we will refer to the pair (a, b) as the route of the mentioned commodity,
and the links along which the packets of the commodity are sent as the current
path of the commodity route.

The routing protocol

An important challenge of routing is how to articulate control and routing
strategies to prevent complex networks from collapsing. The routing proto-
col we consider here is based on a version of the weighted shortest path al-
gorithm introduced in [8], called congestion-aware-weights routing protocol
(caw). Note that caw is a loop-free routing protocol, so that each packet
passes through the same node only once. The key aspect of the caw protocol
is how weights are assigned to the different links. Let us define the congestion
cti of node i at time t, denoted cti, as the number of packets that arrive at node
i at time t. Based on the current value of cti, we assign a weight wti to node i,
as follows (initially wti is set to 1):

wti = (1 + cti)
γ, (1)

where γ is a non-negative real value. Observe that wti grows with cti and its
increment depends on the value of γ. We define the weight of a link (i, j),
denoted as wtij, as the maximum of the two values: wti and wtj.

The routing protocol works as follows:

(1) For each commodity from node i to j, the path that the packets follow
is calculated at i by using the weighted shortest path algorithm with the
weights of links assigned by using Equation 1.

(2) Each node, at given time intervals, communicates its congestion to the
rest of nodes in the network.

(3) When a node i receives all the congestion values from the rest of the
nodes, it updates the route of one or more of its commodities as follows.
At time 0, node i generates a random permutation π of all nodes j in
the network to which i will send packets. Then, i updates the commodity
routes following this order π in round robin fashion.

We note that the parameter γ in Equation 1 can be seen as a parameter that
characterizes the “selfishness” of the routes: when γ = 0 we have the classical
shortest path routing, and the paths are the shortest ones, regardless of the
resulting collapse point. In turn, when γ increases, routes become increasingly
altruistic, in the sense that in order to decrease the collapse point (by avoiding
congested nodes), they accept to increase the length of their paths. In [8], the
authors presented an algorithm to assign the values of γ in a dynamic man-
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ner: in order to minimize the length of the paths, the algorithm assigns small
values for low traffic, and for heavy traffic the algorithm provides bigger val-
ues, which increases the tolerance to collapse. By using that value assignment
algorithm, the resulting routing protocol was shown to provide a tolerance to
collapse close to the optimal value ρc, with a reasonable average length of the
paths. Indeed, on one hand, its tolerance to collapse was shown to be close
to the solution provided by Danila et al. in [7], which consisted of using a
heuristic algorithm that systematically adjusts the traffic routing to minimize
the maximum congestion on the network (although it needs to be performed
beforehand, for each network); on the other hand, it was shown that the av-
erage length of the paths that grows in a linear fashion with the increase of
ρ.

However, in our work we maintain the value γ fixed, which will allow us to
analyze, more clearly, how the system evolves over time. More specifically, we
take γ = 7, since it has been shown in [8] (see Figure 1(a)) that it provides
a good balance between high collapse points (90% of the collapse point) and
short paths. Nevertheless, we would like to note that the observed behaviors
take place regardless of the values of γ, except for the case where γ = 0 (i.e.,
when all the weight are the same).

At this point, we would like to remark that, rather than proposing a new
routing protocol, our goal is to look into some factors that can greatly affect
the behavior of congestion-aware routing protocols.

Congestion and effective betweenness

It has been shown in previous works [11] that in the considered model the
number of packets that arrive at a node i at each time instant is, on average,

cti =
ρ Bt

i

n− 1
, (2)

where Bt
i is the effective betweenness of node i at time t, defined as the number

of routes whose paths pass through node i at time t, and n is the number of
nodes in the system. Observe that the knowledge of the effective betweenness
of a node allows us to identify when such a node is collapsed (i.e., when cti
exceeds, on average over time, the rate of one per unit of time).

Taking this into account, our simulations are based on calculating the effective
betweenness and then obtaining the value of the congestion of each node using
Equation 2, rather than making nodes to inject packets into the network and
measuring the congestion of each node. That approach allows us to perform
the simulations without having to model all the details. At this point, we
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note that this approach has been followed by a number of authors in the
past [11,2,7,5,6,8], and it has been shown to provide accurate results.

3 Using congestion awareness for routing

Whereas there is no doubt that the use of congestion (i.e., the current conges-
tion at each node) provides advantages for routing, here we will show that, in
order to obtain the maximum possible profit from it, it is necessary to carefully
select which information must be taken into account, and when.

In this section, we consider two factors that we have found have a great influ-
ence on the behavior of the routing protocol. Namely, the number of routes
updated at the same time and the use of information from a limited number
of nodes. We analyze the performance of the routing strategy by means of a
series of experiments carried out by using simulations.

In our experiments, we consider both scale-free [3] and random networks [4]
formed of n = 256 (i.e., the number of nodes) with m = 3 (i.e., the number of
outgoing edges), and assume that all nodes communicate with each other (i.e.,
there is a path for each pair of nodes). At this point, we note that, although the
results are similar in all scale networks, we have also considered other values
of n and m. As expected, the shape of the curves are the same; the only thing
that changes are the points at which the system collapses: the more nodes the
lower the collapse point, and the more links the greather the collapse point.

Furthermore, ρ is a control parameter that, since we want to be able to inject
as many packets as possible, needs to be as large as possible. Therefore, for
any given value of ρ, the best strategy with respect to collapse of the network
would be the one that minimizes, over all nodes, the maximum value of Bt

i

(and consequently, the maximum value of cti).

In each simulation, we increase the value of ρ by 0.001 (initially 0) when
all possible routes in the network have been updated using that ρ (we call
it, a round). This process is repeated until the network collapses. We have
performed 100 simulations for each experiment, averaging values.

3.1 On updating the paths of several commodities at the same time

A behavior that we observed when using congestion-aware routing is that,
when all the paths that packets follow are calculated immediately using the
current congestion of nodes, this caused a significant decrease in the collapse
points. That seems contrary to what one would expect since paths are chosen
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Fig. 1. Experiment that shows how the collapse point varies with the percentage of
paths updated at each step. The blue line corresponds to random networks and the
red line to scale-free networks.

in order to avoid currently congested nodes, which should result in an increase
in the collapse points.

Therefore and in order to quantitatively evaluate the effect of using imme-
diately the current congestion of nodes, in our first experiment we vary the
percentage of routes (starting at each node) that immediately update their
paths by using the most recent information regarding the congestion of nodes.
The rest of the routes also update the paths of their routes by using the con-
gestion of nodes, but not immediately; namely, each node only updates one
route at each step. For each scenario, we measure the collapse points.

In Fig. 1, it can be seen that there is an important decrease on the values
of such congestion points when we increase the percentage of immediately
updated routes, which confirms our previous observations.

In order to provide an explanation to this counter-intuitive behavior, in Fig. 2
we introduce an illustrative scenario in which the set of source nodes in sub-
network S1 are assumed to send packets to node d1 and the set of source nodes
in subnetwork S2 are assumed to send packets to node d2. Blue dashed lines
denote the set of links (one for each node) that go form nodes in S1 and S2
toward nodes f1 and f2. Let us respectively denote as | S1 | and | S2 | the
number of nodes in S1 and S2 that send packets to nodes d1 and d2. Let us
assume that | S1 |=| S2 | −1, and that collapse occurs when the betweenness
of some node is 2 · | S1 |. It is easy to see that, choosing the paths carefully,
the system could work in a fluid fashion (e.g., routes from S1 choose node
f1, and routes from S2 choose node f2). However, if all nodes in S1 and S2
chose initially routing via f1, and they change their paths at the same time,
then it is easy to see that nodes f1 and f2 will alternatively become fluid and
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Fig. 2. Scenario used to illustrate how immediately using the current congestion of
nodes to calculate the paths may cause a decrease in the performance of the routing
protocol.

collapsed at each step: at a given step, all routes will choose the node with the
smallest betweenness, which will become collapsed; then, at the subsequent
step and by the same reason, the other node will become collapsed. That will
occur in a cyclic fashion, which will make the overall system collapsed all the
time. On the contrary, if the routes paths are updated in a gradual way (i.e.,
one route at each step), that allows the routing protocol to adapt to the cur-
rent congestion conditions in a smoothly manner, therefore avoiding the above
mentioned harmful behavior.

We note that this counter-intuitive behavior has been observed in other sce-
narios, such as in games with strict strategic complementarities, which have
shown to be unstable for a broad class of learning dynamics [9].

3.2 On using information from a subset of the nodes

In this section, we study how the knowledge on the congestion of a subset of
nodes of the networks affects the performance of the routing protocol. In order
to do this, it is necessary to determine how to choose the nodes in that subset
(which we will refer as known nodes). Here, we consider three approaches:
the first one consists of choosing the nodes with higher betweenness centrality
(i.e., defined as the number of routes whose paths pass through a node by
using shortest paths), the second one is simply the inverse of the first one
(i.e., choosing the nodes with lower betweenness centrality), and the third one
consists of choosing the nodes in a random fashion.
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The first and second approaches have been chosen since they provide the
best/worst results in terms of higher and lower collapse points, while the
third one was chosen in order to show the effect of an election of nodes that is
oblivious to the collapse points. As for the congestion of the nodes not included
in the above mentioned subset, it is assumed to be the average congestion, at
each time, of all the known nodes.

Similar to the previous experiment, here we vary the percentage of nodes
whose congestion is known, and for each scenario, we measure the collapse
points. The obtained results are shown in Fig. 3. It can be seen that there is
a big difference on the values obtained for the collapse points depending on
how the election of the known nodes is performed.

The best results are obtained when these nodes are those with the highest
betweenness centrality. This is not surprising since the nodes with higher be-
tweenness centrality are the ones that will have the most congestion, thus
driving the system to collapse. Therefore, it seems evident that if the routing
protocol can avoid, as much as possible, such congested nodes, then this will
increase the collapse points. Furthermore, it can also be seen that the col-
lapse points curve grow faster when considering scale-free networks than with
random ones. The reason for such behavior is due to the fact that scale-free
networks are characterized by having a small number of nodes with very high
betweenness centrality (i.e., high congestion), whereas in random networks the
betweenness centrality of nodes is more uniformly distributed (and smaller).
So, the effect of acting on these nodes is greater on scale-free than on random
networks.

Regarding the other two other approaches (i.e., choosing the known nodes
at random and these with lower betweenness centrality), it can be seen that
the increase of the collapse points is marginal. Whereas we foresaw a lower
improvement, we found that it was unexpectedly small. In case of choosing as
known nodes those with lower betweenness centrality no growth was observed
in the collapse point curve until more than 95% of the nodes were known, and
this percentage is only slightly better when the known nodes are chosen at
random (for instance, until the congestion of 75%-85% of the nodes is known,
no significant increase in the collapse points was observed).

These results confirm our previous observations regarding the fact that the
number of known nodes plays an important role on the performance of the
routing protocol. However, we have found that no relevant benefits are ob-
tained unless the known nodes are chosen in a smart way; otherwise, the
obtained benefits are marginal.

The study of how the knowledge on the congestion of a subset of nodes of the
networks affects the performance of the routing protocol can also be analyzed
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Fig. 3. Collapse points vs percentage of known nodes. Red lines represent the case
where nodes are chosen in accordance with their greatest betweenness centrality,
lines in blue in accordance with their smallest betweenness centrality and lines in
green when they are chosen at random.
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Fig. 4. Collapse points vs percentage of unknown nodes. Red lines represent the case
where nodes are chosen in accordance with their smallest betweenness centrality,
lines in blue in accordance with their greatest betweenness centrality and lines in
green when they are chosen at random.

from a different point of view. Namely, when the routing protocol, who is
assumed to use the congestion of all nodes, loses information from a subset of
them. That could happen for several reasons: technical problems, sabotages,
etc. For this, we redraw Fig. 3 as in Fig. 4, so that we start from a percentage
of 0% of unknown nodes towards 100% of them.

Now, we see that the best results are obtained when the unknown nodes are
chosen based on the lowest betweenness centrality, and the worst results when
are chosen based on the highest betweenness centrality; the results by choosing
nodes at random is in between, although closest to the case where they are
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chosen based on the highest betweenness centrality. Quantitatively, by taking
the nodes with the highest betweenness centrality the collapse points decrease
to the minimum just with less of 5% of unknown nodes, with slightly better
values by taking nodes at random. In turn, by taking the nodes with the
lowest betweenness centrality the values are much better: for instance, scale-
free networks can tolerate up to 50% of unknown nodes without any significant
degradation, and with a degradations smaller than 20% with random networks.

These results also confirm that the manner in which unknown nodes are chosen
plays an important role on the performance of the routing protocol. Namely,
the decrease in the collapse points ranges from a scenario where there is a
relevant degradation only when most of the nodes are unknown (i.e., when
they are chosen based on the lowest betweenness centrality), to a scenario
where a few nodes provoke a big degradation (i.e., when they are chosen either
at random or based on the highest betweenness centrality).

4 Conclusion

In summary, in this paper we have studied the effect of two factors that greatly
influence the behavior of congestion-aware routing protocols. On one hand, we
have given explanations to these behaviors and, on the other hand, we have
quantitatively evaluated the effect of these factors on the performance of the
routing protocols.
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